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This paper is an investigation into computer-composed music. We look at 
the history of automated music and address questions as to why we wish to have 
a computer create music, as· well as the philosophical question of whether a 
computer is capable of creating new music. 

Previous directions and resources for creating computer-composed music 
have been misguided and this paper presents some new goals and proposes an 
alternative approach to composing music using a computer. 

This paper is meant to be read in conjunction with the accompanying tape 
which includes several examples to illustrate some techniques so that the reader 
can hear the results rather than just read about them. 
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CHAYfER 0 
Introduction 

Efforts at developing computer-composed music have been met with resistance from both 

musicians and computer scientists. Many musicians feel threatened by the very notion of 

computers composing music, and most feel that "computer-composed music" is itself an 

oxymoron. Many computer scientists do not understand music or the nature of music, and 

therefore, are ignorant of the benefits of computer-composed music. It is ironic then, that gains 

in computer-composed music will only be realized by those with a strong background in both 

Computer Science and the theory and practice of Music, since in this area the two are 

inseparably intertwined. 

We will start off by explaining our goals for research in computer-composed music. This 

includes studying man's desire to create music, and to have music created for him automatically. 

We then look at some possible results of achieving our goals. Finally, we state a formal 

approach to reaching our goals and note how it differs from current views. 

Before we can get into the methods employed in computer-generated music, we must first 

illuminate the previous roles of computers to put them in historical perspective. We will 

examine how computers have been used for publishing and playing music and how they can be 

used to aid in the teaching of music theory. Following that is a discussion on how computers 

have been used to create new timbres which concludes with a synopsis of how composers have 

written compositions with the assistance of a computer. 
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Next, we address the issue of whether or not a computer is actually capable of composing 

new music. This involves a closer look at just what is music and what is involved in the human

composition process. These results force us ~o determine if a computer has intelligence, or if 

it is capable of learning. We then tie everything together with an examination of the elements 

of musical style. 

Following that, we discuss how a computer actually "reads" music looking first at the 

basic elements of encoding music in any system, and then more specifically at how music is 

encoded on the computer. To help illustrate this, we will investigate the MIDI music file 

format. 

With all those tools under our belt, we then explore the methods that computers can 

employ to create new music. We start off with algorithmic and mapping methods, then proceed 

to random methods, including "controlled" random methods. A discussion of Markov Chain 

analysis applied to music follows. We then look at a fractal analysis of music and conclude with 

a grammatical approach to analyzing music. 

We wrap things up with a discussion of the future of computer-composed music. 

Included are questions as to where we need to focus our attention, and what needs to be 

improved before our ultimate goal of computer-composed music is accomplished. 
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CHAPfER 1 
Computer-Composed Music 

We will fIrst discuss why computer-composed music is worthy of research. In doing 

this, we will examine the history of automated inusic, play with the possibilities of hearing music 

that Mozart might have written had he lived longer, and defIne our goals for such research, 

pointing out flaws in the current approaches and how we plan to avoid them. 

Why Computer-Composed Music? 

Why Compose Music At All? 

When someone asks me, "Why do you want to have a computer compose music?" my 

response is, "Why does anyone want to create music?" This might be considered an unfair 

answer to the question, but it does raise a valid point: Why do we keep creating music? We 

certainly have enough music already composed for more than a lifetime of listening enjoyment, 

so there must be another reason for the desire to create new music. 

Music, like all of the arts, stems from a yearning which we do not yet understand. There 

is no rational reason why a poet writes poems or a musician music, save as a vocation. As a 

musician, however, I can say that there is a human need to compose, or at least, a need to 

express oneself. Musicians just happen to use music as their medium, whereas a painter 
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expresses himself using dyes and canvas. A computer certainly doesn't have a need to compose, 

or at least, it has so far failed to mention one if it indeed has one, so why should we focus our 

attention on computer-composed music? 

History Of Automated Music 

A better phrasing of the question would be, why should we want something other than 

a human to compose music. The idea of having a computer create music is not new in our era. 

One of the first hints of machine composition came from mathematician Ada Lovelace around 

1840. She wrote of the "calculating engine" that Charles Babbage had invented: "Supposing, 

for instance that the fundamental relations of pitched sound in the signs of harmony and of 

musical composition were susceptible of such expression and adaptations, the engine might 

compose elaborate and scientific pieces of music of any degree of complexity or extent" 

(Bowles: 1970). Also, the idea of having objects other than people create music is almost as 

old as music itself. Our history is filled with occurrences that highlight mankind's obsession 

with automated music from aeolian harps to Jonathan Cage. 

Despite the fact that today aeolian harps are observed as musical novelties, there have 

been periods when their production and use have been prolific. For example, King David's 

kinnor, a wind-played lyre, supposedly sang at night from the force of the north wind. Saint 

Dunstan was suspected of sorcery for having experimented with a "harp" that played of its own 

accord when hung in the breeze .. Giovanni Battista Prorta's Magiae naturalis discussed the 

aeolian harp as a serious musical instrument capable of wonderful sonorities and unexpected 

sounds (Cope: 1991). 
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Often called "Chance Music," this idea of automated music composition is still strong 

today. Steve Reich's Pendulum Music is another good example. The work requires that 

microphones be attached to the ends of long cables, which are in tum plugged into amplifier

loudspeaker systems. The microphones are then hung from the ceiling of the performance area, 

all at the same distance from the floor, and directly above their associated speakers. They are 

then set into motion when performers pull back the cables and release them in unison. As the 

microphones pass by their respective speakers, feedback is generated. This begins as short 

bursts and then lengthens as the microphone pendulums lose energy (Cope: 1991) Interestingly, 

once the microphones are set into motion, the performers sit with the audience and enjoy the 

show. 

Thus, the desire for "natural" or automated music has a long history and is still with us 

today. How appropriate that we now use the greatest tool of the 19'1 century, the computer, to 

continue the trend! 

What Do We Want To Accomplish? 

The computer, however, allows us to do more than just create "chance" music. The most 

obvious possibility of computer-composed music is having the computer create original works 

that rival those created by humans. Another intriguing possibility is to emulate the musical 

styles of different composers thereby continuing their legacy. These are perhaps two of the most 

exciting aspects of computer-composed music. 
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The Goals 

Let's now further refine our goals in pursuit of computer-composed music. We want the 

computer to create music that sounds like a particular composer, ie., has the same "style" as that 

composer. One obvious benefit of this is that it enables the creation of new works based on the 

previous work of deceased composers. We also want the computer to create new music just as 

the aeolian harp and other instruments did in their day, but with the sophistication of human 

compositions and in any given style. 

We should first of all ask if these are indeed attainable goals. In chapter three, we'll see 

that the answer is a resounding yes. While these goals are hardly original and have been 

achieved to some degree, up until now we "computer-music scientists" have been taking the 

wrong approach to having computers create new music. Instead of concentrating on the general 

problem of how composers create music, we have been attempting to defme a mechanical, rigid 

model of how to create music. Most of the resulting models are like black boxes that chew up 

input music and spit out modified music based on algorithms. 

The Approach 

There are several algorithmic approaches to composition (we will discuss a few of them), 

but however useful research using these algorithmic approaches may be, if it is to be more than 

the latest "hot topic" it has to address the concepts behind the composition process to actually 

prove useful to composers and other practitioners. Attempts to force the domain, of music 

composition in this case, to fit a particular problem-solving approach instead of having the 

problem itself dictate what approach is useful all too often leads to demos and toy systems. 
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These results offer nothing to the composer and contribute nothing to our understanding of the 

composition process (Punch 1993). 

Our approach should be to first study the creation of music and how humans do it, then 

decide which solution avenues fit the problem. Since composing music is an act of creation, it 

is unrealistic to think that there exists some formula for producing high-quality works. While 

there are definitely techniques and guidelines for successful composers, following them does not 

ensure that any significant result will occur, as it is up to the artist to put a piece of himself into 

the music. 

The same applies to other forms of art as well. For instance, we could follow a guideline 

for writing a murder-mystery by introducing the characters, establishing motives for each 

character to kill our victim, actually doing the crime, revealing certain clues, and fmally 

announcing the killer. It isn't too hard to see that just having these elements in a story does not 

guarantee that our novel will be a good piece of literature. 

This is not to say that the applications of new models should not continue to be applied 

to music crea.tion, indeed we have learned much about music by taking this approach, it is just 

that we should not lose our perspective and think that a new solution can advance all of our 

goals in one fell swoop. 
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CHAPfER2 
Previous Roles of the Computer in Music 

At present, computers are used extensively for the precise playback and articulation of 

music, for scoring music, and as a tool for editing music created by humans. Computers have 

seen scattered use as a compositional tool by several composers, but most of this has been 

restricted to using the computer to produce timbres that heretofore were non-existent or having 

it perform passages that are impossible for a human to play. Even fewer composers have used 

the computer to generate experimelltal musical passages based on patterns or probability which 

are then scmtinized by the composer and modified into a song. We will show why these 

applications are well suited for the computer, and ironically, how such uses have prejudiced 

composers against computer-composed music. 

Transcribing Sheet Music 

The computer has made it possible for an amateur composer to produce professional

looking sheet music. For most musicians, transcribing their music is the first interaction they 

have with a computer relating to music. Having the computer produce a score is basically a 

three-step process: input the music, edit it, and print it. 

There are two methods of transcribing music by computer. One is done in real-time, 

with the composer playing his piece through an instrument hooked up to the computer and the 
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computer scoring the piece as it is being played. The other method requires that the music be 

input statically, one note at a time, via the computer keyboard, or through an existing music file 

that was created with another program. 

After the music is entered and transcribed, the composer can edit it by changing or 

moving notes, adding dynamics, lyrics, or anything that the piece requires. It is very easy to 

perform certain tasks on the computer such as transposing the entire piece or just a section, a 

process that would require starting over again from scratch if done by hand. Some transcription 

programs even play back the entered/corrected music for aural verification. 

If the scoring program is relatively easy to use, the musician develops a favorable 

impression of the computer. He begins to appreciate the power that is now available to him. 

Unfortunately, most scoring programs are very complicated (perhaps because they are also very 

powerful) and end up overwhelming the user, giving the musician little confidence in the 

computer's ability to help him. 

Precise Playback / Recording Of Music 

Due to the computer's discrete nature, a computer can play a particular piece exactly as 

it is written every time. This is both good and bad. Musicians who see it as good have 

exploited this feature by using the computer as a substitute for real people. This is very 

predominant in Pop music, where an artist can have a number one song and not even be able 

to play an instrument (the artist simply tells the computer when to play certain notes, he never 

actually has to play them). Those who view it as bad see the computer as "too perfect" and 
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realize that nobody has perfect timing. Even the best musician will waver ever so slightly in 

his tempo. According to some musicians, the result of a computer playing music is too 

mechanical, too rigid, and devoid of any expression. 

However, computer recordings of music are far superior to analog recordings. The main 

difference is that the computer records the music as digital data. Just as a piano roll by itself 

makes no music, the recorded data in the computer also makes no sound. It simply signals an 

instrument (or several of them) to play certain notes at specified times, again, similar to a piano 

roll. The upshot of all this is that unlike an ·analog recording, the digital recording is easily 

edited to correct small mistakes and produce a near-perfect recording. 

For example, with a digital recording of a piano solo, a musician can actually add or 

subtract a note with the push of a button! If a particular chord cluster was played too softly, he 

can modify the volume just as easily. If a sequence gets a little out of timing, he can have the 

computer correct it for him. All of these things are virtually impossible to do with an analog 

recording because an analog recording records sounds whereas a digital recording records 

information about how to make a sound (what note to play at what time, how loud, etc). Of 

course, all this applies only to synthesizers or other acoustic instruments that can talk to a 

computer, but most of the instruments heard <:>0 the radio today are synthetic. 

It is also possible to playa whole symphony of instruments from one computer, and in 

fact, some musicians rely on this. This feature allows composers to interactively create parts 

for different instruments and either hear them alone or hear how they blend with each other 

immediately. While composers like Mozart who heard every note of every instrument in his 

head all at once wouldn't find this an incredibly useful feature, many other "less gifted" 
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musicians can compose equally impressive works without having a symphony orchestra or a 

band at their disposal. 

The biggest argument against this from the standpoint of musicians is that computers have 

opened up composing to those with little musical ability, thereby reducing the quality of music 

in general. This is partially true. For example, I would not have been able to write the songs 

I personally have written without the use of a computer to play different instruments for me. 

In that respect, I am an inferior musician compared with someone who can play 10 instruments, 

but I don't consider my music to be "inferior" to anyone else's, I just bring my creative 

endeavors to life differently, sidestepping the fact that I've had little musical training by using 

the computer. I believe that the progress realized by me with the help of computers is 

proportional to that achieved by "real" musicians without such help. Imagine what those 

composers with whom I am equal only with the aid of a computer could accomplish using the 

computer to complement their talerits! 

Theory I Ear Training 

Because a computer is exact and is a patient tutor, it makes an excellent music teacher. 

Many skills that are essential to becoming a musician, such as tempo, sight-reading, etc., are 

easily taught by a computer. 

For instance, a computer will play pitch intervals to aid in relative pitch development for 

hours without any complaints. (It is the students who often complain). The program will track 

your skills development and display insightful charts and graphs to illustrate that development. 
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One of the more innovative uses of computers in music tutoring is a game that teaches 

young children how to read music. As far as young children are concerned, a computer is an 

excellent teacher, especially if they think they are playing a game while they are really learning. 

Musicians have been using a computer called a metronome for centuries to help them 

keep time and develop better skills. Several universities have implemented a particular program 

that allows students to develop better rhythm. The program displays a rhythm progression and 

the student must tap out an example. If she is correct, the computer displays a harder 

progression, otherwise, the computer will tap out the correct rhythm. 

Now that computers are beginning to be used in elementary schools as learning aids, they 

provide an excellent way for young children to become acquainted with music. As adults, they 

help us to keep our skills razor sharp. (It should be noted that the very precision and exactness 

of the computer is still regarded by some musicians as a serious flaw.) 

Sound Synthesis 

To date the biggest use of computers and music is in the production of new timbres. The 

most prevalent computer capable of doing this is the synthesizer. The synthesizer has allowed 

many musicians to create fresh, exciting sounds for their compositions. In fact, there are some 

composers who attest to the fact that sound generation is itself a separate art from music and is 

required for serious composition. 

By using computers to generate existing timbres, such as those of violins, tubas, and 

guitars, musicians can have a whole symphony of instruments at their disposal. This greatly 
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speeds up the composmg process and allows for rapid turnaround from conception to 

composition. For example, most of my compositions have at least five different instruments, 

but they are all played simultaneously by one synthesizer. 

Musicians have hotly contested the use of synthesizers, specifically samplers, as well as 

other keyboards which produce realistic instrument sounds. They argue that these keyboards 

will put them out of work, and indeed this has happened to some extent. For the cost of hiring 

one drummer for a day, a studio engineer can buy a drum machine (which can sound as good 

as or better than a live drummer) and use it for all his remaining recordings. Moreover, the 

drum machine is always available,. doesn't take breaks, and doesn't have any ego problems. 

However, the musician's job will always be safe because watching a computer play music is as 

exciting as watching a cassette being played in a tape deck, computers give lousy concerts, and 

recording music with one is even iess exciting. There is a different level of respect for "live" 

bands as opposed to computerized ones . . . I doubt this will change much in the future. 

Computer Assisted Composing 

Some more adventurous composers have started using computers to help them compose. 

The programs involved are often trivial, for by themselves they do not produce anything 

coherent. In the hands of a musician, however, these bits and pieces of music can be 

manipulated into a composition, or used as a basis for new motifs. 

13 



-

-

Musicians can take some of the tedious work out of composing by having the computer 

do it for them. One example is in creating a fugue or a canon. Instead of the composer 

manually preforming a retrograde of a melody, he can have the computer do it for him. The 

same goes for inverting melodies and other forms of mapping music. Much work has been done 

on deterministic algorithms, probabilistic algorithms, mapping, and other algorithms to produce 

melodies. We will examine these algorithms in more detail in chapter five. This is perhaps the 

most basic application of computers and music. After all, computers were conceived to do the 

busy work for people, so this can be considered a classic application of computers to music. 

Most musicians who have used computers for composition have used them in this way. 

This also has prejudiced musicians into thinking that the computer can only perform redundant, 

predictable tasks, since they never see the computer do anything else. 

14 
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CHAPfER3 
Can Computers Create Music'! 

The whole focus of computer-composed music is on whether or not a computer is capable 

of composing music. To answer this question, we must ask ourselves, "What is Music?" We 

are then forced to determine if a computer is capable of intelligence and if it can apply this 

intelligence in the same way we humans do in the composition process. We conclude this 

chapter with a brief discussion of what we mean by musical style. 

What Is Music? 

Imitation Of ??? 

Gardner states that unlike the other arts which are known to imitate nature, music does 

not seem to imitate anything tangible to us. It is obvious how representational painting and 

sculpture "represent," and how fiction and the stage copy life, but in what sense does music 

imitate? The rhythms of music may be said to imitate such natural rhythms as heartbeats, 

walking, peri.odic motions of the heavenly bodies and so on, but this does not explain why we 

enjoy music more than, say, the sound of cicadas or the ticking of clocks. Musical pleasure 

derives mainly from tone patterns, and nature, though noisy, is singularly devoid of tones. A 

sad, happy, angry or serene song somehow resembles sadness, joy, anger or serenity, but if a 

melody has no words and invokes no special mood, what does it copy (Gardner: 1978)? 
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How can we program a computer to write music if we don't know what music is? This 

is precisely why researchers have ignored the general problem of how to create music, and 

instead have analyzed it. The thought is that they can work backwards by figuring out the 

finished piece. Such attempts at reverse engineering while moderately effective, completely 

ignore the essence of music and the beauty of its creation. 

Human Expression 

The consensus among my fellow music composers is that a computer will never be able 

to create new music with the depth, feeling, and structure of a human composition. When hard 

pressed for a reason, the response usually boils down to the fact that music was created by 

humans, and a computer is a machine. Thus, a machine cannot capture that essence which gives 

us our human qualities and transform it into a composition. Upon first glance, this might seem 

plausible. For instance, if a machine has no emotions or feelings, how can it create music with 

emotion and feeling? 

However, does music have emotions and feelings embedded in it? Closer scrutiny 

reveals other situations in which humans have interpreted emotions and feelings in objects 

completely devoid of such "human" traits. For instance, the Earth, as emotionless as a 

computer, produces cold and grey rainy days, which most people interpret as sad and 

depressing. The weather is not "human," nor is it even alive, yet it creates emotional responses 

in humans. 
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Interpretation Of Music 

The key word here is interpreted. We, as humans, have no uniformity in our 

interpretations of objects like the weather and music. Even the best composers cannot force 

someone to "feel" a certain way when hearing his work, for each individual person will come 

to his/her own conclusions. We are then forced to ask ourselves just what it is in an object that 

elicits an emotional or intellectual response? 

These examples show that it is possible for an object to evoke emotions without its 

creator being capable of emotion. It would seem that the question of computers creating 

compositions with emotional responses enco<led in them is answered (at the expense of new 

questions, which require analysis of the human psyche). But even beyond this, there is more 

required to creating meaningful compositions . . . much more indeed. 

Computer Intelligence 

While music is just another object in which people have found expression, it is different 

from other natural phenomena in that it was created from human thought processes. This would 

imply that it would take some similar thought process, or intelligence to reproduce and create 

new music. Even if my friends were convinced that a computer could create objects which yield 

emotional responses in people, they would still argue that a machine has no intelligence; it only 

does precisely and consistently that which it is programmed to do. 

17 



-

-

-

Are Computers Capable of Intelligence? 

As any computer programmer knows, this is a valid point. Computers will to a fault 

only perform what you specifically program into it. This leads to the. more fuzzy question, does 

a computer have intelligence? Obviously, it has some mechanisms for decision making when 

faced with certain inputs, for it will consistently evaluate what it is given and perform its job 

accordingly, but can a computer have "human" intelligence? This is a profound question but 

one whose answer is beyond the scope of this paper; however, we do need to address the topic 

of computer intelligence. 

Past, Present, And Future Fantasies 

The general population once feared that computers could learn to think like humans and 

one day perhaps even take over the world as evidenced by countless films and stories. In fact, 

our current mythology still includes a belief that computers will in the future become "sentient" 

beings. One need not look any further than Star Trek's Lieutenant Commander Data to observe 

this fact. Let us now look at how successful computer scientists have been at answering whether 

or not computers can attain "human " intelligence. 

Can Computers Learn? 

Intelligence is more than a vast repository of knowledge. It is being able to adapt to the 

environment, being conscious of one's actions, and being able to learn. As children, we start 

to develop our intelligence by playing games that cause us to think, plan ahead, and make 

sudden changes to our plans. How natural then that we begin with trying to teach a computer 
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how to learn by having it play games. 

Learning To Learn Through Games 

One of the flrst (and perhaps most successful) attempts at having a computer simulate 

human intelligence is through games. The fIrst arcade games used set patterns of puzzles to be 

solved by their players. Once all the patterns were discovered and solved, the game was no 

longer fun to play because it could -be beaten consistently. Nowadays, the number of patterns 

recognized by a game is quite large, but the games are still not unbeatable due to the inherent 

predictability of such systems. This method of creating games is also heavily employed today 

on small, inexpensive machines like Nintento, Saga, etc. 

With the advent of better computers came better approaches to learning intelligence. 

Instead of having a few patterns that the computer could recognize, the computer would calculate 

every conceivable move by its opponent and then every countermove for it, continuing until all 

moves were exhausted. In doing so, a game tree would be created which could be traversed and 

evaluated to determine the computer's best move. This technique is most successful with simple 

games like tic-tac-toe where the total number of possible moves is small. 

Neither of these methods can seriously be considered as giving a computer intelligence, 

instead, it is more like giving a computer reflexes. In the same way that we unconsciously pull 

our hand away from a hot burner, a computer game could "unconsciously" perform a certain 

task with the right set of input variables. The problem with calculating every move an opponent 

could make is that with the exception of trivial games like tic-tac-toe, the list is too large, and 

the computer just sits there "thinking." One solution to this is to have the computer "think" 
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ahead by simulating its opponent' smoves with semi-random values or statistical tables. 

However, this too has failed. To date, a computer has never won the International Chess 

Championship. Ten years ago, it was thought that by now, a computer could win. The current 

thinking is that it will be at least another ten years before a computer will win. It is obvious that 

with regard to learning strategy and planning techniques (fundamentals of game playing), 

computer intelligence, or All has a long way to go before it can compare to the human mind. 

Psychology Of Learning 

In theory, our brain is the most complex and vast computer in existence in the sense that 

we chemically store bits of information (memories) for later retrieval and processing. We have 

evolved, by adapting to our environment. A computer should be able to do just what we have 

described, so in theory, a computer should be able to think like a human; however, teaching a 

computer how to learn has thus far been an elusive goal. 

It is established then that computers cannot "think" like humans . . . yet. However, 

some programs exhibit signs of intelligence by adapting themselves, sometimes changing 

themselves completely. For instance, an operating system constantly changes itself by loading 

in programs that other people have written and executing them. It tucks itself away in a comer 

while it is executing a program and modifies itself again depending on how the program is 

running, or if there are more programs to be run. This ability to change one's behavior is one 

way in which a computer can react and adapt to its environment. In fact, the heart of 

intelligence lies in a program modifying itself so that it can make improvements, fixes, 

generalizations, and extensions of itself (Minsky: 1992). 
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- We don't understand enough about the human mind to understand at the molecular level 

how we learn, but if we approach it from a higher level, striking similarities between machine 

and human intelligence appear. For instance, reacting to your environment and modifying your 

behavior is one method of learning. As we've seen, computers can do this. The fundamental 

question we must ask if we want to know if computers can think and learn is can computers 

modify themselves beyond their original programming constraints? Can computers "grow" by 

themselves? Unfortunately, at this point, the answer is no. 

What does this imply? First, it appears that computers cannot yet create new "original" 

ideas. Just like animals cannot seem to develop beyond their current capacities, it seems the 

computer is at the same level on the evolutionary ladder. More importantly, it suggests that the 

"anti-computer-composed-music" critics have won ... computers cannot create compositions 

beyond what they are originally programmed to create. 

However, is there a direct arialogy between game playing and composing? If a computer 

cannot beat a master chess player in a game invented by humans, does it follow that a computer 

cannot compose music (an idea created by humans) that excels human composition? Perhaps, 

but then again, music does not have as strict a set of rules as chess does, so the analogy fails. 

Everyone agrees on how to play chess, but not everyone agrees on what is music. 

For example, Jonathan Cage has written a piece of music entitled 4:33, which consists 

of nothing but variable-length rests (there is a structure to the rests, however). Is this music? 

Some say yes, some say no, but the point is that humans cannot come to a consensus on what 

is music. This is a plus as far as our friend the computer is concerned. Since its music will be 

interpreted, it is possible for some people to find its music more pleasing than any other human 
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composer's, and some just the opposite. 

Basic Steps of Human Music Composing 

We have established that a computer, while showing some basic rudimentary intelligence, 

still cannot think at the same level that humans do. However, we haven't yet answered whether 

or not it has enough intelligence to compose music. How much original thinking is involved in 

creating new music? In other words, does a computer actually need this ability to create new 

music, or is there some other factor involved? 

It is an obvious fact that every composer is influenced by some other composer. Ask any 

musician and he'll tell you of some other musicians who inspired him to write songs. For 

instance, Bach's compositions were influenced by the "common" street music of his day. What 

the musician is actually saying is that, as his song writing skills developed, he tried to model 

the skills of other composers, often imitating their styles in his own music. As his skills grew, 

he started to mimic his own style, thus changing his musical style slightly, but using himself as 

an influence. 

More importantly, just as an interviewee constantly revises what he is going to say based 

on what signals he receives from the interviewer (the Hawthorn Effect), most compositions will 

affect themselves also. As an example, consider a fugue. The end of a fugue is greatly affected 

by the motif established in the beginning. So not only is the composer influenced by other 

composers, but his composition is also influenced by itself! In this regard, computers seem to 

be up to par with composers ... computers can effectively size up a situation and modify their 
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responses accordingly, albeit in somewhat limited ways. 

Note that there are still further restrictions on the composer, however. There are many 

more "rules" that characterize certain styles of music. For example, the Blues utilizes its own 

scale, restricting the composer somewhat on his selection of notes. Music theory is the study 

and implementation of these rules. We have established that computers are very good at 

implementing the rules of music composition, but most musicians will tell you that the art of 

making good music is knowing when to break them. This is where creativity, or the human 

factor, comes in. 

Successful composers are creative. By creative, I mean adding notes or passages here 

and there that are unexpected. The computer too, has a way of being creative: semi-random 

numbers. By substituting controlled randomness for creativity, a computer appears to have all 

the prerequisites for composing music. But how can a computer evaluate its "creativity?" A 

composer will evaluate his work by employing several rules which mayor may not be 

unconscious to him and which may not even be explainable. For instance, a composer may 

reject a chord because it doesn't sound right in a given context. How can a computer tell if 

something "sounds right?" This again is where the rules of music theory and some controlled 

randomness come in. 

A Precise Definition of Style 

Because we have used the word style so often and because, as we will see, style 

reproduction may play an integral part in the process of creating new music, it's definition bears 
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a better explanation. At present, there is no precise definition of musical style. This is not good 

because we have established that a computer can generate new music based on emulating styles 

of other composers. The problem a programmer faces is that a concise and lucid definition is 

required to program a computer to replicate musical styles. It must transcend the multiple views 

provided by various historical contexts, perspectives, and resources. Style must be quantifiable 

or it cannot be transcribed into code (Cope 1991). Such is the nature of computers. 

We can all deduce that a certain piece of music "sounds" like it was written by someone, 

say Bach, but just what is it about the music that tells us this? For the purpose of the thesis, 

"musical style" will mean: the identifiable characteristics of a composer's music which are 

recognizable as similar from one work to another. These include, but are not limited to, pitch 

and duration (the most fundamental elements of music), timbre, dynamics, and nuance. 

Mimicking style is the frrst.step towards generating computer-composed music. Style 

reproduction is the process of generating a new work based on another composer's "signature" 

so that when the new music is compared with an existing piece, the two are virtually 

indistinguishable in that they sound like they were written by the same composer. Every 

composer ha<; some "signature" that is unique to him. It could be the manner in which the 

composer uses trills, or a chord progression, or plays an instrument. An analysis of several 

works by one composer can reveal many such items that are persistent in each composition. 
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CHAPfER4 
Computer Music File Formats 

It is relevant to discuss how a computer can actually read music and how it plays music. 

We first explore how a computer with a language consisting of bits, 1 's and O's, can read a 

musical score. This entails stating the minimum requirements for transferring a song from one 

mind to another. We conclude this chapter with a brief discussion of MIDI, the music standard 

to which all synthesizers adhere. 

How Does A Computer Read Music? 

Music is a language and, like any language, there must be a way of expressing a song 

so that anyone who knows the language will be able to hear or play it exactly the way the 

composer envisioned it. For hundreds of years, standard music notation has fulfilled this 

purpose. It is reasonably accurate, concise, and easy to learn; however, it is currently useless 

to a computer. Although with advances in pattern recognition software and scanning hardware, 

this could change, we'll see how standard music notation contains a lot of unnecessary "fluff" 

as far as the computer is concerned. 
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- Requirements of a Music File 

There are many ways to encode music, so lets look at the requirements which must be 

satisfied in order for a computer to play music. The main items of information that a computer 

needs in order to be able to read and play music are: 

• What note(s) to play and on which instruments 
• When to play the note(s) 
• How long to play the note(s) 
• How loud / soft to play the note(s) 
• What techniques (like vibrato) to apply to the note(s) 

Because we are not as precise as a computer, we require more clues in standard music 

notation on how to play the music than does a computer. For instance, we require a method of 

knowing how to play and/or. repeat certain passages that is implemented using repeat bars, - codas, and other tricks. A computer doesn't need to know if something is repeated for it can 

process the music linearly, something humans cannot do due to memory constraints. It just 

wants to know what notes it should be playing and how to play them. We also require dynamic 

markings to indicate that certain notes should be played staccato, or that a sequence of notes 

should be played louder or softer. These are accomplished in the computer by knowing at what 

volume to play the notes and how long to play them. The same goes for ritards, crescendos, 

key changes, etc. Anything that we read in music can be represented by the five items of 

information stated above. 

In fact, it could be argued that composers should want to have their works performed by 

a computer, for where there is some ambiguity with humans interpreting standard music 

notation, a computer will playa piece exactly as it is written. This means that the composer has 
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- absolute control over how his work is to sound. 

l\flDI File Format 

A computer needs some way of interfacing with a musical instrument. People accomplish 

this by use of their hands and mouths both of which a computer is lacking. MIDI was created 

for this purpose, as its name Musical Instrument Digital Inteiface, indicates. It is a dynamic 

language since its designers recognized the need to create a language that not only fulfills the 

tasks of today, but can grow to meet the challenges of tomorrow. 

Basically, MIDI allows instruments with microprocessors to interface with computers 

through five types of messages: -
• Channel Voice Messages 
• Channel Mode Messages 
• System Common Messages 
• System Real Time Messages 
• System Exclusive Messages 

Channel Voice Messages are used to convey all events associated with performance, such 

as what note(s) to play on the instrument assigned to this channel, and other information relating 

to how the instrument is to be played, such as pitch-bending, damping, etc. Channel Mode 

Messages are used to specify channel and voice assignments. In other words, they specify which 

instruments will be assigned to which- channels so that the computer can communicate Channel 

Voice Messages to that instrument via the appropriate channel. System Common Messages 

communicate song position messages used in the synchronization of several MIDI recorders. 

System Real Time Messages convey information such as timing, and tuning. System Exclusive .,-
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Messages are device-specific and convey information unique to a certain instrument. 

Without MIDI, a computer musician would have to rely on the same computer that 

creates the music to play the music - akin to asking Mozart hum or sing one of his piano 

concertos. While modern computers certainly are equipped to handle such demands, 

synthesizers are much better suited for the job of generating the sounds. In addition, the 

composer would have to program the computer to play the different sounds he needs, an extra 

chore that can be avoided with the use of synthesizers. 

The separation of the sounds to play and the information about the sounds to play allows 

the composer to concentrate on composing the music while not worrying about programming a 

computer chip to sound like a tuba. Using MIDI is one way to accomplish this. 

MIDI also allows computers to be used as serious recording instruments. As mentioned 

earlier, MIDI recording of live performances are easily edited and played back for tape 

recording. A MIDI recording of a musician playing a MIDI-capable instrument is as accurate 

as an analog recording, so there is no compromise in performance either. 

All songs created or preformed by me on the accompanying tape were recorded using a 

Kawai K4 synthesizer and the same computer used to type this paper. Each song was either 

created by a program that I wrote which saved the song in MIDI format, or recorded live into 

MIDI format while played by me on my synthesizer. The songs were then played back through 

the keyboard and were subsequently reCorded to tape. (Notice that I could make a million 

copies of my MIDI file with no loss of quality - something impossible with analog recordings.) 
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CHAPrER5 
Methods of Style Reproduction 

While the focus on computer-composed music has been somewhat misguided, that is not 

to say that valuable gains have not been achie~ed. Rather, this has led us to the situation where 

we have numerous tools with which to solve our yet to be completely defined problem of how 

to compose music - hardly a bad situation. 

In this chapter, we will examine the techniques and tools developed to aid computers in 

composing music. We will begin with the first forms of computer-generated music, random 

music and semi-random music. . Next, we consider an interesting technique based on the 

observation that future notes in a composition depend on previous ones. A method of music 

generation based on fractals will then be discussed, followed by another method involving 

grammar analysis. 

Although some methods for generating new music do in fact create remarkable 

compositions, we must remember that these methods are not answers to the original problem of 

having a computer generate music,but are simply techniques. Considered alone, they are just 

solutions to very specific subsets of the entire problem, possibly even trivial solutions. This is 

analogous to the many different psychiatric models of human behavior. The real solution is a 

blend of many models applied in a new setting that utilizes the strengths of each one, not just 

a particular model used alone. 
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- Algorithmic Methods 

Certainly, computers do not make the composition of music any easier for the composer, 

although they may assist in carrying out some of the more tedious chores (Moore: 1990). After 

all, the computer was built to take the tedious work out of our lives thereby opening up new 

possibilities, why shouldn't musicians take advantage of this as well? The use of computers 

applying algorithmic methods doesn't accomplish anything that a skilled musician couldn't do, 

it just does it faster and perhaps more accurately. 

Many styles of composition entail mQdifying a melody, or motif, in some calculated 

fashion, such as retrograding. The composer first creates a melody and then enters it into the 

computer which modifies the motif and returns the result to the composer (see figure S.l). It - is then up to the composer to decide if he approves of this new melody and wants to insert it in 

his composition. 

Music or I 
~_M_e_IO_d_Y __ ~~------~~ ~ogmhm ~------~~~ ___ ~_~_S_IC __ ~ 

Figure 5.1 - Process of changing existing music into new music. 

Among the many different ways to modify a motif there are four basic methods used in 

canons that I will illustrate as examples. The fust method is called inversion. To invert a 

melody means that whenever the original melody moves up or down, the new melody rises or 

falls the same amount in the opposite direction. For example, the sequence CS - E5 - GS - FS -
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would be transformed to CS - A 1,4 - F4 - G4. 

Retrograde is simply playing the melody backwards. The same sequence CS - ES - OS -

FS would be modified to FS - OS - ES - CS: A third method of transforming melodies is to 

apply both inversion and retrograde to a melody. Thus, CS - ES- OS - FS inverted and 

retrograded yields G4 - F4 - A ~4 - CS, while being retrograded then inverted would be FS -

E~S - G~S - B~S. While this example is trivial, the work involved grows exponentially (it 

seems) when transforming melodies of more than one note or instrument. An excellent example 

of the use of these techniques is J. S. Bach's Goldberg Variations, however, he did all the 

manipulations by hand! Selection one on the accompanying tape is the 3(1h song from Bach's 

Goldberg Variations. Be sure to listen for the use of the above mentioned techniques. 

There are many more techniques that a composer can employ to modify melodies. An 

ideal system would allow the composer to create and apply new algorithms such as reducing the 

melody by removing every other note. Notice that this use of computers and music is very 

straightforward. The same input always gives the same output. 

Mapping Methods 

Some musicians have tried to apply natural phenomena to the music composition process 

(see figure S.2). Even J. S. Bach has done this to some degree. He used acrostic encoding to 

place his own name into several of his works, as well as other names (BACH in German music 

is B ~ - A - C - B q). John Cage has created works based on a game of chess played by himself 

and Marcel Duchamp. The sounds were triggered for release to loudspeakers by special photo-
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- electric switches located in the chessboard. The result is a rather unique piece. 

L._w_o_r_ld_D_a_ta--lI-----~.1 Mapping Events . ~------~~~ ___ M_N_;W_S_IC __ ~ 
Figure 5.2 - Creating music out of everyday occurrences. 

Another example would be to set up a system at a traffic intersection which would trigger 

sounds based on the speed and length of the vehicles passing the intersection. The result of such 

music is "unique" at best. We could hardly expect significant works of music to be born from 

this method. However, significant gains have been achieved using the idea of natural music with 

the discovery and application of fractals, as we'll see shortly. 

-
Random Methods 

One of the first techniques for actually having a computer generate new music employed 

the use of random numbers. While never producing anything of real musical merit, it is 

important in that it is the first attempt to have computers compose music. It was the basis that 

other techniques could be built from, the idea that sparked many ideas. 

It doesn't take much. reflection to realize that such a method will more or less fail to 

please the ear. Selection two on the tape entitled, "For Brad" is a piece that was composed as 

follows. The computer generates a sequence of random-numbers; the first number is generated 

in the range from 64 to 256 and is used to represent the tempo in beats per minute (BPM). The -
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next number ranges from 1 to 8 and indicates the number of instruments to be played; the 

remaining numbers generated are grouped in triplets with the first number in each triplet 

corresponding to the instrument to be played (the number of which has previously been 

determined), the second number corresponding to a note (a value from 12 to 120 mapped to a 

piano keyboard), and the third number corresponding to a duration in the range of 1 to 5 (from 

a whole note to a sixteenth). The computer decides randomly when it wants to end. I had to 

do a bit of fudging here, because a binary decision of ending the piece gave compositions the 

length of one or two notes. In order to produce longer pieces, I modified this so that the 

computer had a one in 25 chance of ending on" any given note. After listening to the piece, I'm 

sure you'll agree that listening to purely random music will not become accepted at any time in 

the near future as an enjoyable experience. The music will sound just like what it is: random 

music of the dull kind that a two-year-old or a monkey might produce by hitting keys on a piano 

(Gardner, 1978). 

Another technique involving random numbers is called a random sieve. The basic idea 

of the random sieve is to generate candidate values for some musical parameter (such as pitch, 

duration, or timbre) at random, then to apply an arbitrary set of rules to each candidate. If a 

candidate breaks anyone of the rules, it is rejected. If it does not break any rule, the candidate 

is accepted, the results are recorded, and a new candidate is chosen for the next value (see figure 

5.3). The rules essentially filter out whichever random values do not obey the rules, thus acting 

like a sieve (Moore: 1990). 
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no ru es 
generate a rules broken accept 
random value (Sieve) value 

rUle 
broken 

FlgUre 5.3 - Using random numbers to generate music. 

We will demonstrate this procedure by stating our list of rules, applying them to random 

numbers, and listening to the result. What makes a sequence of pitches and durations melodic? 

Since this question has no simple answer, we will select some rules based on the work of 

Richard Moore in his "Elements of Computer Music:" 

• 
• 
• 
• 

• 

The ambitus (pitch range) of the melody shall be evenly distributed between 
middle C and the G a tempered twelfth higher. 
The duration of each note of the melody shall be the same for simplicity. 
The melody shall be generated' in 11 or 12 note groups. Each group shall be 
followed by a rest of three or four times the duration of each melody note. 
The successive intervals of the melody shall be restricted to semi tones, whole 
tones, and minor thirds except after rests, when a melodic skip upward as large 
as a perfect fifth shall be allowed, followed by a downward interval also as large 
as a perfect fifth. 
After five groups of notes have been generated, the melody will repeat the first 
group in retrograde and terminate. 

The result of this method is the third song, entitled For Julie. While it is vastly improved from 

the purely random method, it still leaves something to be desired. 

A more refined example is the fourth selection, an excerpt from Lejaren Hiller's Illiac 

Suite for String Quartet. Hiller's work is among the first in automated music composition by 

a computer. His program applied much more sophisticated rules to lists of random numbers, 

with the results printed in standard notation. An excerpt of this work is replicated in selection 

five. 
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Weighted Probability Methods 

A more refined attempt at creating new music would have the computer still select notes 

at random, but based on various probability curves such that over time, the distribution of 

random values fits a particular probability curVe. This has the effect of saying that some choices 

are more likely than others. Just as an amateur musician might compose a piece in the style of 

his favorite composer, we allow the computer to do the same thing, except we pick the 

composer. While random music that fits statistical probability curves is a more sophisticated 

method of creating music, it still more or less fails to please the ear. 

The fifth selection, entitled Probabilistically Bach, is an example of music composed 

using this method. It was constructed as follows: J.S. Bach's Minuet from the Little Notebook 

was entered into the computer, after which it counted the occurrence of each note pitch and 

duration. From these statistics, it then created a new piece for piano having the same probability 

distribution. For the sake of simplicity, only the right hand has been analyzed and re-created. 

An arbitrary end point occurs based on the number of notes in the original piece . . . the closer 

the number of notes comes to those in the actual piece, the higher probability of ending. 

While definitely more musical, perhaps even recognizable as "Bachish," this method still 

is much too random for what we consider music, which prompts us to again stipulate rules to 

follow for pitch selection. In fact, .the notion of the random sieve is both powerful and general. 

The composer is free to implement virtually any rules describing the characteristics of the 

desired music. 
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Markov Chains 

The problem with random sieves is that we completely ignore note transitions, that is, 

each new note is created independently from its previous notes. To take in account these note 

transitions, we use what is called a Markov process. A Markov process (or Markov chain) is 

an extension of the basic idea of the biased choice technique (without rules) introduced in the 

previous section. In fact, the biased choice procedure is entirely equivalent to what is known 

as a zeroth-order Markov process in which choices are made according to nonequal probabilities 

of occurrence of a set of possible events (Moore, 1990). 

A first-order Markov process represents the original composition in a different way in 

order to take note-to-note transitions into account. Basically, we create a state diagram that tells 

us the probability of moving· from one note to another. The fIrst step is to make a list of all the 

unique pitches in a melody. For each pitch, we record the number of times each unique note 

follows it. From this data, we construct a state diagram from which new, similar compositions 

can be created. 

In fIgure 5.4 we can see that starting with a C note gives us four possibilities to continue, 

with the most likely choice repeating another C four out of ten times. We notice that if we have 

a G note, it will always be followed by an A, which will always be followed by a B. 

We can extend this process another level by considering note-pairs and the notes that 

follow them. A state in a second-order Markov process then has the meaning that a given pair 

of pitches has occurred in succession. As before, the transition arcs signify probabilities that 

a given pitch will follow a given pair of pitches that has already occurred. 
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Figure 5.4 "" Example state diagram for a song. 

We can extend the Markov process as much as we like, but consider the limit to this 

method. A melody with N notes will give a N-l order Markov process of one possible 

combination of N-l notes with a probability of one that the last pitch will follow. Not very 

useful in this case. 

One of the first composing machines to produce actual results, built by H. F. Olson and 

H. Belar in 1951, consisted of two random-number generators and a sound-generating system. 

Pitch and rhythm were controlled by weighted probabilities during the composition process. 

Some of Olson and Belar's first attempts involved biasing the machine toward the style of 
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Stephen Foster melodies through first-, second-, and third-order frequency counts (Cope: 1991) 

The sixth selection, Variations on Far Elise, uses a first-order Markov process to create 

a new song based on Beethoven's Far Elise. This composition does begin to sound like the 

original one more than any other methods discussed so far. Notice in our attempt to create new 

music, we currently have only succeeded in creating second-rate versions of existing works. 

In fact, the whole analysis of music has often been frowned upon. Some musicians feel 

that since music is not constructed from a probabilistic frame of reference, it is pointless to 

expect a meaningful description of the relationships between musical processes to come from a 

statistical measurement (Winsor: 1991). Such a statement reflects an ignorance of the fact that 

a phenomena can be explained in many. different ways, all depending on your point of view. 

In fact, much knowledge about music has been gained from the "statistical" analysis of it. 

Fractal Analysis 

One of the problems with analyzing music is answering the question, what exactly is 

music? Music, as we have seen, is not completely random, so it must have a structure, yet 

music is not completely predictable either, so there must be some correlation between a structure 

and randomness. This structured randomness has led some people to believe that music has a 

fractal nature (Brotherton: 1992). 
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White and Brown Music 

We have observed random music, or "white music" as being too unpredictable for our 

ears. Before looking at how fractals can be applied to music, let's first look at the other 

extreme, "brown music," where the correlation between notes is too great. We start on an 

arbitrary note and roll a die. If the number on the die is even, we move up the scale one, two, 

or three half steps corresponding to a 2, 4, or 6 on the die. If the number is odd, we move 

down the scale to our next note by one, two, .or three half steps corresponding to aI, 3, or 5 

on the die. 

The result is a tune that sounds quite different from a white tune because it is strongly 

correlated, but one that still has little aesthetic appeal. It just wanders up and down like a drunk 

weaving through an alley, never producing anything that resembles good music (Gardner, 1978). 

A compromise between "white" and "brown" music, would be what we and previous 

composers of stochastic music have done: add transition rules to control randomness like those 

we imposed on our random music. 

One-over-j Music 

This compromise can be seen much more clearly in a different light. White noise has 

a spectral density of lifO, and brownian noise a spectral density of 11f2. The spectral density 

of a song consisting of random notes is the same as that of white noise, and the spectral density 

of a song consisting of highly correlated notes is the same as that of brown noise, hence the 

names white and brown music. Since white and brown music has the same spectral densities 

as white and brown noise, an obvious compromise between the two would be IIf noise, or IIf 
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music. Tunes based on 11/ noise are moderately correlated, not just over short runs, but 

throughout runs of any size. It turns out that almost every listener agrees that such music is 

much more pleasing than white or brown music (Gardner: 1978), and indeed, it turns out that 

almost all musical melodies mimic 1/f noise, regardless of the culture (Voss: 1989), (Hsii: 

1990). 

In reference to our previous discussion on what is music, and what does it imitate, such 

a view of melody fluctuations emphasizes the common element in music and suggests that it is 

imitating the characteristic way our world changes in time. 

Fractals and Music 

Music can be related to what Benoit Mandelbrot termed fractals by its 11/ behavior. 

Mandelbrot was the first to recognize how widespread 1 /f noise is in nature and how the curves 

that graph such fluctuations are related to fractals. A scaling fractal can be defined roughly as 

any geometrical pattern with. the remarkable property that no matter how closely you inspect it, 

it always looks the same. 

Kenneth and Andrew Hsii have taken this and the Richardson Effect, the idea that the 

length of an object you are trying to measure depends on the length of your meter stick (Hsii: 

1991), and applied them in a new way. If music does indeed have a fractal nature, then we 

should be able to reduce it to its lowest common denominator. In other words, we can take 

away superfluous notes and not diminish the fundamental structure of the composition. Beginner 

musicians have benefitted from this fact for years by playing simplified arrangements of difficult 

works, so the idea shouldn't come as a big surprise. 
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New Music 

What isn't immediately obvious is that we can use this technique to create new music by 

reducing an existing work to its simplest form, and then using tools such as Markov chains and 

rules to rebuild it into a different piece. The justification for this is that human composers 

conceive music in terms of large forms, later filling in details with even smaller reductions of 

the large forms (Browne: 1991). Even teachers insist that every piece of music be "composed" 

down to the shortest meaningful subdivisions starting with movements characterized by different 

overall tempos and/or levels of loudness, and further subdividing in the same fashion 

(Mandelbrot: 1983). This top-down approach fits nicely into the philosophy of computer science 

and results in natural programming practices. 

What's more, we don't have to start with an existing piece, instead we can use any object 

that exhibits 11/ nature as our seed. While still in its infancy, the applications of fractal 

techniques to music may prove to be an invaluable tool. 

Grammar Analysis 

Taking yet another approach to music, we notice that tonal music has developed 

theoretical representations comparable to those of a language. Thus, it follows that some of the 

rules and techniques applied to the study of language can be applied to the study of music. (We 

have not, nor will we engage in a discussion of whether or not music is a language). In the 

same way that the following "meta" paragraph applies to English, the next "meta" paragraph can 

apply to music: 
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Proper-noun-possessive adjective noun adverb verb preposition article noun. 
Pronoun adjective noun adverb verb preposition article noun. Article adjective noun verb 
adverb. Proper-noun verb preposition article adjective noun. 

Tonic mediant subdominant dominant tonic. Supertonic subdominant dominant 
submediant dominant tonic. Leading tone tonic sub dominant supertonic dominant tonic. 
Mediant submediant subdominant dominant tonic. 

It has become standard to describe a language in tenns of a parse tree. Such an analysis 

enables us to easily code the language into a computer. Describing music theory as a parse tree 

which can be used to drive the composition process has several advantages. First, generating 

new musical material from correctly derived parsings guarantees that new compositions will 

follow the correct successions in the original music. This ensures that the process will not be 

a simple wandering process of creation often found in "rules only" programs (Cope: 1991). 

Second, we have noted in the previous section that music exhibits signs of hierarchy, progressing 

from movements, to sections, to phrases, etc. A parse tree insures that this characteristic is 

preserved. We can then represent the composition of a piece of music as a traversal through 

a recursive finite-state machine, similar to the approach used in Markov processes. 

The last two examples I present are examples of works created from this process. The 

first is an example of trying to replicate the ~tyle of Scott Joplin and the last is an attempt to 

replicate the style of W. A. Mozart. 
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CHAPfER 6 
Frontiers in Computer-Composed Music 

Where is the field of computer-composed music heading? When, if ever, will it reach 

its goal? What needs to be accomplished to achieve these goals? This chapter speculates 

answers to these and other questions and, additionally, looks at how human composers can use 

the computer for aid in composition via an at the moment, non-existent program. 

Where Are We Going? 

We have seen how new methods are constantly being applied to the problem of how to 

have computj~rs create music, but by now it should be obvious that these techniques, while 

beneficial, do nothing to help us understand how to compose music. It is akin to trying to learn 

differentiation by studying the results of differentiation instead of the theory of differentiation. 

In other words, while this method would allow us to deduce certain tricks to solve problems of 

differentiation, it wouldn't shed any light on the fundamental concept of differentiation. For 

differentiation, it could be possible to-derive one from the other, but whether or not this applies 

to music has yet to be seen. 

Still, it is conceivable that by studying the answers to algorithmic techniques for creating 

new music we can deduce the answer to the question of what is music. Such an approach would 

involve piecing together common elements from each method to reach conclusions about music 
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in general. 

An obvious choice for the future would be to continue to ignore the question of how to 

compose music and concentrate on superficial methods for composing new music. These 

avenues should not be rejected however, because they can still provide insight on how to 

compose music as long as we realize our context. 

All and the Creative Mind 

I personally believe the answer to computer-composed music lies in artificial intelligence. 

However, I think the term is misnamed. Intelligence isn't artificial, no matter what owns it. 

For now, the term simulated intelligence seems more appropriate. As we further study the 

learning process of humans, we will continue to improve the intelligence of the computer. 

Perhaps someday, the computer will teach us a thing or two about learning. 

Creati.vity seems to be the key element as far as music composition goes, but 

understanding it may prove to be difficult. Just what composers do when they weave their 

beautiful patterns of meaningless sounds remains a mystery that even they do not understand 

(Winsor: 1989). Until they do, or a computer can tell us how they do it, computers will 

continue to be labeled n dumb machines," and the world chess champions and music composers 

shall breathe easy, secure in the knowledge that they are uniquely special in that their 

professions cannot yet be automated. 

Realizing that humans do not consciously compose music based on any of the methods 

described (with the possible exception of grammar analysis), we should not expect to achieve 
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simulating human intelligence. In the meantime, however, we shall continue to learn all we can 

about the creation of music and its application to computers. 

An Environment for Musical Composition 

For now, human composers can benefit from the computer by using an integrated 

package of all the tools mentioned in this paper. Such a program does not yet exist, but once 

it did exist it would constantly be expanding as new tools and techniques were discovered. A 

possible interaction might be as follows: 

The composer enters a melody into the computer for further development 
(alternatively, the computer creates one for him). After hearing several possibilities, he 
selects three motifs for further processing. Then, the computer gives him a list of 
possible passages using these motifs based on style information that the composer 
supplies. This pattern continues until the entire work is completed. 

Such a piece ultimately belongs to the composer since 1) the same input would not yield the 

same output for different people, and 2) the c?mposer is in complete control of the composing 

process at all times. 

This is the essence of computer-assisted composing and should be considered a separate 

pursuit from that of computer-composed music. That is not to say that there won't be any 

overlap between the two disciplines, just that to achieve each, different methods of solution are 

required. The author is currently pursuing the possibilities of creating such a program to aid 

in computer-assisted composition for later incorporation into a Doctoral Thesis. 
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Conclusion 

Many people have become excited over the possibilities that a new method of generating 

music offers. Imagine hearing 100 new piano sonatas created in the style of Mozart, or a new 

symphony in the style of Beethoven! It is important that we realize that there is no silver bullet 

to defeat all of our compositional problems, and we should proceed with our research 

accordingly. 

It is important, too, that we'hot discourage attempts to simulate musical composition and 

that we not just wait for a composer to one day say, "Okay, here is a step-by-step process in 

exact detail of how I create music". The knowledge gained from studying algorithmic 

approaches to creating new music can only help our understanding of music as long as we keep 

our focus and realize that until computers can think for themselves, it is absurd to expect 

significant works of music from them. 
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