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Abstract 

This paper will discuss the basic principles underlying the theory of generalized 
linear models and the advantages of using generalized linear models over more traditional 
methods of actuarial modeling. Generalized linear models offer the flexibility needed to 
model real world data that does not conform to the strict assumptions underlying these 
traditional methods. The second part ofthis paper will illustrate how generalized linear 
models can be directly applied to current areas of actuarial practice, and the advantages 
that are to be gained. 



The Standard Linear Model 

The world is filled with many phenomena that upon close observation are clearly related. 
For example, economists know that interest rates and inflation tend to move in the same 
direction. When profits decline, unemployment rises. When weather conditions worsen, 
drivers have more accidents. Actuaries are interested in modeling relationships such as 
these. While the exact relationship between two such phenomena may not be known, 
past observations can be used to estimate their relationship and thus form a model which 
will allow us to more accurately predict future observations. One possible tool that might 
be used is the standard linear model. The standard linear model relates two variables 
such that 

Y=a+~X 

Here, X is the independent variable and Y is a variable assumed to be dependent on X and 
whose outcome we would like to predict, given an observation for X a and ~ are the 
parameters which determine the relationship between X and Y. Hence, they are what 
must be estimated. In order to do this we must have a sample of observations for X and 
the corresponding random outcomes for Y. Obviously, the model will not fit the data 
exactly. In fact, each observation will satisfy the equation 

where a + f3xj represents the fitted (predicted) value, y" and the error term Cj measures 

the difference between the fitted value and the actual outcome. In other words 

C, = y, - y, ; for i = 1,2, ... , N. 

In the classical linear regression model, four important assumptions are made about the 
error term: 

1. E[ c;] = 0 for all i. 
2. Cj has constant variance cr2 for all i (i.e. E[ E/l = cr2 for all i). 
3. All error terms are independent for different observations. 
4. Each error term is normally distributed. 

As it turns out, these four assumptions are what drive the statistical theory behind the 
classical linear regression model. For example, because the error term is normally 
distributed and X is by definition nonstochastic (i.e. not "random"), the random variable Y 
must also be normally distributed. 

In order to determine the values of a and ~ for which the model best fits the data, one 
must decide what exactly "best fit" means. The most widely accepted definition for "best 
fit" is when the sum of the squares of the error terms is a minimum. This is equivalent to 
minimizing 
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N 

~)Yi -a - jJxY· 
i=1 

By taking partial derivatives with respect to a and ~ and setting them equal to zero, the 

formulas for a and /J which minimize the sum of the squared error terms can be 

determined. These formulas, which can be found in most statistical textbooks, are 

N 

L (Xi - X)(Yi - ji) 
/J = i=l N 

L(Xi -x)' 
i=l 

a=y-jJx. 
From this it can be seen that both /J and a are linear functions of Y. Hence, they too are 

normally distributed, which again traces back to the assumption that the error term is 
normally distributed. As we will see later, while the assumptions made about the error 
terms provide a sound statistical basis from which to test the effectiveness ofthe model, 
they are also rather restrictive, a major shortcoming of standard linear regression. The 
following is an example to illustrate how the standard linear model can be effective. 

Suppose it is believed that there is a relationship between a student's GPA and the 
income of that student's parents, and the data set in the following table is given. 

x y 
Income ($1000's) GPA 

21.0 4.0 
15.0 3.0 
15.0 3.5 

9.0 2.0 
12.0 3.0 
18.0 3.5 

6.0 2.5 
12.0 2.5 

Average 13.5 3.0 

Using the formulas just discussed, one can easily find that the solutions for /J anda are 

/J = 0.1204 

a = 1.375. 

The graph below shows the line Yi = a + /lxi plotted against the actual data. 
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Least Squares Regression 
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As can be seen, although the regression line is not a perfect predictor, it appears to fit the 
data reasonably well. There is clearly a positive relationship between GPA and income, 
although it is important to note that this is based on a rather small data set, so the results 
are not nearly as reliable as one would like. To actually validate the model, other random 
samples of data with which to test the model would be needed. 

The vertical distance from each data point to the regression line represents the error term 
for that particular observation. The squares of these distances have been minimized by 

the selection of /J and a . 

Multiple Linear Regression 

In almost all cases the outcome of a variable is not determined solely by the outcome of 
a single factor. Instead, many independent factors typically have an effect in the outcome 
of a particular variable. For example, the average number of car accidents a person has in 
a given year might depend on their age, gender, area of residence, vehicle type, 
occupation, miles driven, etc .... Thus a natural extension of the classical linear model 
would be to assume that Yis determined by a linear combination of independent X's. 
That is, for any observation i 
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In most texts, this is also typically denoted in matrix fonn so that 

Y=XJ3 + E. 

Here, Y is an Nxl matrix ofN observations, 13 is a (k+l)xl matrix of the beta 
coefficients, X is an Nx(k+ I) matrix containing N observations for k independent 
variables and a column of I ' s corresponding to 130, and E is an Nx I matrix of the error 
tenns. As expected, all of the assumptions from the single variable regression model 
hold with the added restriction that none of the X's can be an exact linear combination of 
the others. Of course, any such X that was added to the model would provide no 
additional infonnation. 

Solving for the 13 coefficients (13) is similar to solving for a and 13 in the single variable 
regression model. Again, the goal is to minimize the sum of the squared errors, which 
can be expressed as 

N 
A,A '" A2 &E=L..JGj , 

;=1 

where 6' is the transpose of 6. This can also be expressed as 

(Y - XP)'(Y - XP) . 

Taking the partial derivative with respect to P and setting it to zero gives the solution 

where [X'Xr] is the inverse of the matrix X'X. 

The main advantage of multiple linear regression over single variable regression is that it 
allows the use of several different variables to explain the variation of the random 
variable Y. An important idea to note, however, is that more explanatory variables is not 
always better. Sure, each time a new variable is added to the model, the new version will 
always fit the data just as well as the old version, and usually "better". In many cases a 
"perfect" fit can be achieved. For example, if there are 7 data points then there exists a 
degree 6 polynomial that will pass through all 7 points exactly. While this would be a 
perfect fit to the data, it would not be very useful because it would not reveal any 
underlying relationship between the random variable and the explanatory variables. 
Hence, the model would be useless for predicting future outcomes of the random variable 
Y, which is exactly why the model is being built in the first place! This is known as the 
principle of parsimony, and the quest to find the most "parsimonious" model involves a 
trade-off between fit and simplicity. If additional variables are added to the model, some 
statistical tests, such as an F test, must be conducted to decide whether the model is 
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improved enough to verify the addition of those variables. If not, then the simpler model 
is always chosen. 

Generalized Linear Models 

As mentioned earlier, the standard linear model assumes that the error term for each 
observation is normally distributed, which in tum implies that the outcome variable, Y, is 
also normally distributed. The problem with this assumption is that there are many 
phenomena that are useful to model which are clearly not normally distributed. They 
could be Poisson, binomial, or some other well known distribution. The key to solving 
this problem lies in how Y is related to the linear predictor X13. In the standard multiple 
linear regression model, X13 represents the mean ofY (i.e. fl) and it is assumed that the 
actual outcome has a normal distribution centered about this mean. In other words, 

X13 = fl· 

A simple way of changing the relationship between Y and X13 is to let the linear predictor 
X13 be a function of the mean, rather than simply equal to it. That is, 

or 

Here, g( ) is called the link function, and as will be seen later, it can be derived from the 
probability distribution of Y. 

The theory of generalized linear models is based on a set of probability distributions 
known as the exponential family. Suppose a random variable Y, dependent on a 
parameter fl, has the probability density function f (y; fl). Y is considered to be a 
member of the exponential family of distributions if its probability density function (pdf) 
can be written in the form 

fey; fl) = exp[a(y)b(fl) + C(fl) + dey)]. 

If a(y) = y, then the function is in canonical form for the random variable Y. Likewise, if 
b(fl) = fl, it is in canonical form for the parameter fl. If it is not in canonical form, a 
transformation can be made to force it into canonical form. For example, let 9 represent 
the linear predictor X13. If the substitutions 9 = b(fl) and a(y) = y are made, the above 
equation becomes 

fey; 9) = exp[ye + c(9) + dey)]. 
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Note that the functions c( ) and d( ) will now be different from those in the previous 
equation depending upon what transformations are made. Finally, this can be further 
generalized to incorporate a nuisance or shaping parameter If/ with the form 

f(y; 9) = exp[y9 la(lf/) + c(9) + d(y)]. 

Again, a( ) is not the same function as in the earlier equation. 

Maximum Likelihood Estimation 

In order to find the most likely value of 9 to have produced the output Y, one must try to 
maximize the likelihood function L where 

N 

L(O) = IT!(y,;O). 
j=1 

A simpler approach, however, would be to maximize the natural log of L (the log
likelihood function), 

N 

/(0) = l)n[!(y,;O)]. 
j=1 

For this case, in general (dropping the summation notation for convenience), 

/(0) = In[!(y;O)] = yO + c(O) + d(y). 

Taking the derivative with respect to 9 yields 

/'(0) = y +c'(O) = o. 

Taking the expected value of over y on both sides (in this case j.t = E[y]), produces the 
result 

Ey[Y + c'(O)] = 0, 

E[y] + c'(O) = 0, 

E[y]=-c'(O). 

Thus, a formula for g-1(9), the inverse of the link function, is revealed. With this, one can 
now derive the link function for any distribution that is a member ofthe exponential 
family. Now, to help illustrate this idea, the next few sections will take a look at four of 
the more common probability distributions in the exponential family. 

Poisson 
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The Poisson distribution is commonly used to model the number oftimes an event occurs 
in a defined time interval. An example might be the number of accidents a driver has in a 
given calendar year. Its pdf is given by 

f( ',1,)=A"exp[-,1,] 
y, " y. 

where A is the mean of y (i.e. /l). This can be rewritten as 

f(y;,1,) = exp[y In(,1,) - A -In(y!)]. 

From this it can be seen that (making the canonical transformation discussed earlier) 

8 = In(,1,). 

This means that 

c(8) = -A = -exp[8], 

and 

g-l (8) = -c'(8) = exp[8]. 

Recalling that p = E[y] = -c' (8), the link function for the Poisson distribution, in 

general, is 

g(p) = In(p). 

Normal 

The normal distribution is the most widely known and well understood distribution and is 
a symmetric bell-shaped curve. It is particularly useful due to the Central Limit Theorem 
which claims that for any distribution, as the sample size grows arbitrarily large, the 
distribution of the sample mean becomes approximately normal. Hence, the normal 
distribution is commonly used to perform statistical tests as well as to model the 
characteristics of a population. A common example is SAT scores. Its pdf is given as 

This can be put into the required form as follows 

( ' 2 + ') I 
f(y;p,u')=exp[- y -2:; p - "2 1n(271"u')] 
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2 I 2 

f(y;,u,0-2)=exp[y,u-L __ ln(27r0-2)_~ 1 
0- 2 20-2 2 20-2 

Here, ,u is the parameter of interest. 0-
2 is a nuisance or shaping parameter, which 

means it is assumed that the value of it is known or can be closely approximated. In the 
case ofthe normal distribution it determines the flatness or steepness ofthe curve. A 

large value of 0-
2 will produce a curve that is relatively flat compared to a smaller value. 

If the canonical transformation is made again, it becomes clear that 

8 =,u. 

This means 

and 

g-I(8) = -c'(8) = 8. 

This leads to the conclusion that the link function for the normal distribution is simply the 
identity function, 

g(,u)=,u. 

This is actually no surprise. Going back to the multiple linear regression model, it was 
mentioned that Y was normally distributed due to the error terms being normally 
distributed by assumption. In that case the identity function was also used as the link 
function (albeit without knowing) because a transformation was never performed on the 
linear predictor Xf3. Hence, the multiple linear regression model is actually just a special 
case of the generalized linear model. 

Binomial 

The binomial distribution is used to model the number of successes achieved by 
performing a specific random process n times. Some examples might be the number of 
heads that occur in ten flips of a coin, or the number of policies out of 1,000 that renew, 
given a specified premium increase. The pdf for the binomial is given as 

The mean ofy is np. Again this can be rewritten in the necessary form as 
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f(y;n,p)= eXP[Yln P - yln(l- p) + nln(l- p) + In(:)] 

For the binomial, p is the parameter of interest and n is the nuisance parameter. The 
canonical substitution to be made is 

It can then be shown that 

and 

B=ln(~). 
1- p 

c(B) = nln( I ), 
1+ exp[B] 

g-l(B)=-c'(B)=n exp[B] =np. 
1+ exp[B] 

In this case, the link function can be shown to be 

or in general 

Gamma 

g(p) = In(~), 
I-p 

g(p)= In(~). 
I-p 

The garmna distribution is useful for modeling something that by definition must be 
nonnegative. A frequent example is variance. The pdf of the garmna distribution is 
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1 _ 
f(y;a,fJ) = _fJaya 'exp[- fly] 

l(a) 

For this distribution, E[y] = P = %. Hence, fJ = %. If this substitution is made, the 

pdf becomes 

f(y;a,p) = _l_(a)a ya-' exp[-ay] 
l( a ) p p 

As before, this can be expressed as 

f(y;a,p) = exp[ alna -alnp-ln[l(a)] + (a -l)lny - ~J 

[-~-lnp 1 
f(y;a,p) = exp Ya +alna+(a-l)lny-ln[l(a)]. 

P is once again the parameter of interest, and (technically) Va is the shaping parameter. 
From the canonical substitution it can be seen that 

We then find 

and 

1 
B= --. 

p 

c(B) = -In( - ! ) = In(B), 

g-'(B) = -c'(B) = _..!... 
B 

Thus, the link function for the gamma distribution is 

1 
g(p) = --. 

p 

All of the preceding examples have shown how the mean of the random variable Y is 
linked to the linear predictor X~. Now, a method must be devised to solve for ~ so that 

10 



the linear predictor XI3 will actually be known. In order to do so, the method of scoring 
is a necessary tool. 

Method of Scoring 

In order to estimate a parameter for a probability distribution, one of the most popular 
and accepted approaches is maximum likelihood estimation. To do this, the likelihood 
function L is defined as 

N 

L(B) = TIf(Yi;B). 
j",1 

In this case, y is dependent on the parameter B. Maximizing L with respect to B will 
determine what value of B would be most likely to have produced the set of 
observations {YI'Y2' ... 'YN}. Rather than maximize L, it is typically easier to try to 

maximize the natural log of L, known as the log-likelihood function 

N 

I(B) = In[L(B)] = ~)n[f(Yi;B)]. 
;=1 

In this case, 

f(y;B) = exp[a(y)b(B) + c(B) + d(y)]. 

Hence, the function to be maximized 

N 

I(B) = La(y,)b(B) + c(B) + d(y). 
i",1 

Taking the partial derivative for any observation with respect to B produces 

U = 81(B) = a(y)b'(B) + c'(B). 
8() 

U is called the score statistic and is a random variable that depends on Y. Using basic 
rules of probability it can be shown that 

E[U] = E[a(y)]b'(B) + c'(B) 

Var[U] = [b'(B)]' Var[a(y)]. 

So, expressions are needed for both the expected value and variance of a(y). Recall for 
any probability density function that 
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Thus, 

Therefore, 

ff(y;B)dy = 1. 

~ ff(y;B)dy = o. oe 

f aaBf(y;B)dY = o. 

In this case, this translates into 

f~exp[a(y)b(B) + c(B) + d(y)jdy = 0 
aB 

na(y)b'(B) + c'(B)]exp[a(y)b(B) + c(B) + d(y)jdy = 0 

b'(B) fa(Y)f(y;B)dy + c'(B) ff(y;B)dy = 0 

Also, it is true that 

This leads to the equation 

b'(B)E[a(y)] + c'(B) = 0 

E a _ - d(B) 
[ (y)]- b'(B) . 

a' 
f-J(y;B)dy = o. 
aB 

na(y)b"(B) + c"(B)]r(y;B) + [a(y)b'(B) + c'(B)]' f(y;B)dy = o. 

Factoring a b'(B)' out of the second term produces 

na(y)b"(B) + c"(B)]r(y;B) + (b'(B))' laCy) - E[a(y)]]' f(y;B)dy = 0 

b"(B)E[a(y)] + c"(B) + [b'(B)]'Var[a(y)] = 0 
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b"(B)c'(B) - c"(B)b'(B) 
Var[a(y)] = [j 

b'(B) 

Returning to the score statistic, it turns out that 

E[U] = E[a(y)]b'(B) + c'(B) = - c'(B) b'(B) + c'(B) = 0 
b'(B) 

Var[U] = [b'(B)]Z Var[a(y)] = b"(B)c'(B) c"(B). 
b'(B) 

Var[U] will be denoted by T 

Newton-Raphson 

It must be determined when U = O. To do so, one can tum to the Newton-Raphson 
formula. Suppose one is trying to find the root of an equation (i.e. where y = 0). One 
could start with an initial guess Xl and then draw a line tangent to the graph at the point 
(Xl, YI). The x-intercept of this line, X2, should be reasonably close to that ofthe function, 
which is the root that is being sought. Hence, X2 can serve as a new approximation to the 
root ofthe equation. An equation relating Xl tox2 involves the slope of the tangent line. 

['(Xl) = yz - Yl 0- [(Xl) 
X 2 -Xl X 2 -Xl 

Solving this for X2 gives the equation 

One can continue this process until the approximation seems to converge to a certain 
value, which will be the final approximation. In general, the m'h approximation will be 

This is an iterative process that, given an initial guess x(O) , will eventually converge to a 
value x(m) such that [(x(m») '" 0, This can be applied to the score statistic U. And 

approximation for J3 must be found so that U = O. This leads to the equation 
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Looking at the right hand side ofthe equation, it can be shown that 

U' = a(y)b"(B) + c"(B) . 

Again, U' is dependent on the individual outcomes of Y. It can be taxing to work with 
U' in this manner. To remedy this, it is common to approximate U' by E[U']. This is a 
reasonable approximation because on average U' = E[ U']. This approximation yields 

E[U'] = b"(B)E[a(y)] + c"(B) 

E[U'] = - b"(B)c'(B) + c"(B) = -Var[U] = - T . 
b'(B) 

Making this substitution into the iterative equation leaves the final result: 

It can also be shown that 

T =X'WX, 

where W is an NxN matrix with entries 

I ( op. )' w ---- ' 
" - Var[y,] ox;p(m-t) 

Likewise, the right hand side of the equation can be shown to equal X'Wz where z is a 
kx I matrix with elements 

k [ (ox'p(m-t»)] z, = I xijbjm-t) + (y, - p,) ~. . 
J=t p, 

This gives the iterative equation 

X'WXp(m) = X'Wz, 
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where W and z are evaluated at p(m-l) . 

For a more detailed derivation ofthis formula, please consult the appendix. For now, the 
next section will look at two examples that illustrate the advantages of using generalized 
linear models rather than the standard multiple linear regression model. 

Example 1: Curing of Patients 

Suppose a clinic would like to be able to predict the probability that a patient will be 
cured of a certain ailment, given their age and the dosage level they are prescribed. The 
data in the following table is given. 

X" X,2 Y, 
Dosage Age Cured? 

1.0 30 Yes 
1.0 43 No 
1.0 82 No 
1.5 45 No 
1.5 67 No 
1.5 26 Yes 
2.0 33 Yes 
2.0 50 Yes 
2.0 72 No 
2.5 31 Yes 
2.5 45 Yes 
2.5 75 Yes 

In this example, Y is a categorical variable. In order to do a regression analysis, let Yi = I 
if the patient is cured and Yi = 0 if the patient is not cured. Making this change and doing 
a simple linear regression on Y produces the following results: 

Actual 
1 
o 
o 
o 
o 
1 
1 
1 
o 
1 
1 
1 

Predicted 
0.5179 
0.3298 
-0.2345 
0.5366 
0.2183 
0.8115 
0.9460 
0.7000 
0.3817 
1.2107 
1.0081 
0.5740 

Sum of Squared Errors 

15 

Squared Error 
0.23241 

0.108768 
0.055005 
0.287945 
0.047639 
0.035519 
0.002917 

0.09 
0.145664 
0.044384 
6.55E-05 
0.181481 
1.231798 



Already we can see a problem. We are trying to predict the probability of a patient being 
cured. This means that only predicted values that lie between 0 and 1 make sense. 
However, there are some predicted values that are negative and others that are greater 
than one. Another problem is that the random variable Y is clearly not normally 
distributed. Given that there are only two possible outcomes for a given observation (i.e. 
o or 1), Y must have a binomial distribution (technically, each individual observation, Y j , 

is a Bernoulli random variable because there is only one trial; i.e. n = 1 ). Hence, a 
possible solution to the problem might be to model Y with a generalized linear model 
using the binomial link function 

g( J1 ) = In(~). 
1- J1 

The inverse of this function, g~I(B), is what would be applied to the linear predictor to 

get the predicted value for Y. Recall from earlier that the inverse of the link function is 

g~I(B)= exp[B] . 
1 + exp[B] 

Take a closer look at this function. It is a monotonically increasing function. As B 
approaches negative infinity, exp[B] approaches O. Thus, the lower bound of the 

function will be O. Likewise, asB approaches positive infinity,g~I(B) approaches 1, the 

upper bound ofthe function. Hence, this function will always return values between 0 
and 1, exactly what is required when trying to predict probabilities. 

The main task is to estimate the coefficient vector [3. This normally cannot be done by 
hand and requires use of some type of software, such as GUM or even Excel. Using 
Excel's solver program, a reasonable estimate for the coefficient vector turns out to be 

[

- 0.40396: 
/J = 60.99333 . 

- 2.01054 

If this is applied to get the linear predictor, and then the transformation given by the 
inverse of the link function is performed, the results shown in the table below occur. 
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Linear Predictor 
(XiP) 
0.27 

-25.86 
-104.28 

0.61 
-43.62 
38.81 
55.23 
21.06 
-23.18 
89.75 
61.60 
1.29 

Predicted Value 
g-l(Xip) 
0.5678 
0.0000 
0.0000 
0.6483 
0.0000 
1.0000 
1.0000 
1.0000 
0.0000 
1.0000 
1.0000 
0.7839 

Actual 
(Yi) 

1 
o 
o 
o 
o 
1 
1 
1 
o 
1 
1 
1 

Sum of Squared Errors 

Squared Error 
(ei 

0.186760 
0.000000 
0.000000 
0.420288 
0.000000 
0.000000 
0.000000 
0.000000 
0.000000 
0.000000 
0.000000 
0.046697 
0.653745 

Note that not only are all of the predicted values between 0 and 1, but the error terms are 
also improved. In many cases the new model appears to be perfect in its predictions, 
especially when the predicted values are near the two extremes (0 and I). This makes 
sense, given that Y follows a binomial distribution. The variance ofY is p*(I-p), so ifp 
is close to 0 or I, then the variance ofY will be nearly o. Thus, the outcome will almost 
certainly match the prediction. If p is closer to 0.5, however, Y has much greater 
variance, so the predictions are not as accurate when compared to the actual outcome, as 
can be seen in this example. 

Example 2: Automobile Accidents 

Suppose an insurance company wants to predict how many accidents an insured will have 
over the next five years, given their credit rating and the number of accidents they have 
had over the past ten years. The information in the following table is available: 
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Xii 
Credit Rating 

64 
64 
16 
29 
90 
7 
6 
75 
39 
6 

71 
3 
34 
7 
53 
28 
11 
98 
62 
39 
80 
91 
29 
37 
7 

97 
57 
94 
14 
53 
27 
81 
78 
7 
44 
82 
39 
51 
85 
1 

X;2 

Number of Accidents 
(Last 10 years) 

2 
o 
o 
1 
o 
2 
o 
1 
1 
o 
3 
1 
o 
o 
o 
o 
1 
5 
o 
o 
2 
o 
o 
o 
o 
1 
o 
o 
o 
2 
o 
o 
1 
o 
o 
1 
o 
o 
3 
o 

Y; 
Number of Accidents 

(Next 5 years) 
1 
o 
o 
o 
o 
o 
o 
2 
o 
o 
1 
o 
o 
1 
1 
o 
o 
4 
1 
o 
1 
o 
o 
o 
o 
2 
1 
1 
o 
1 
1 
o 
2 
o 
o 
o 
1 
o 
4 
o 

Again, one could start off by trying a simple two-variable linear regression. This gives 
the results in the next table: 
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Actual 
1 
o 
o 
o 
o 
o 
o 
2 
o 
o 
1 
o 
o 
1 
1 
o 
o 
4 
1 
o 
1 
o 
o 
o 
o 
2 
1 
1 
o 
1 
1 
o 
2 
o 
o 
o 
1 
o 
4 
o 

Predicted 
1.48 
0.48 
-0.04 
0.60 
0.76 
0.86 
-0.15 
1.10 
0.71 
-0.15 
2.06 
0.32 
0.15 
-0.14 
0.36 
0.09 
0.40 
3.35 
0.46 
0.21 
1.65 
0.77 
0.10 
0.19 
-0.14 
1.34 
0.40 
0.80 
-0.06 
1.36 
0.08 
0.66 
1.13 
-0.14 
0.26 
1.17 
0.21 
0.34 
2.21 
-0.20 

Sum of Squared Errors 

Squared Error 
0.229295 
0.228083 
0.001763 
0.359235 
0.576102 
0.742803 
0.022569 
0.814900 
0.500706 
0.022569 
1.113557 
0.101079 
0.023363 
1.298248 
0.411506 
0.007727 
0.163640 
0.424092 
0.296010 
0.042837 
0.425153 
0.592651 
0.009747 
0.034345 
0.019434 
0.441670 
0.357831 
0.039081 
0.004050 
0.129442 
0.851781 
0.437707 
0.757326 
0.019434 
0.068170 
1.376052 
0.628893 
0.113478 
3.215592 
0.041760 
16.943682 

There is now a problem similar to the last example. We are trying to predict the number 
of accidents the insured will have over the next five years. In this case, only nonnegative 
values make sense. Yet, the multiple linear regression model produces some predictions 
that are negative. This is not acceptable. 

The solution lies in a GLM. First, note that Y is the number of accidents over a given 
time interval. This leads one to believe that Y most likely has a Poisson distribution. 
Recall from earlier that the link function for the Poisson distribution was g(p) = In(p). 
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To get the predictions for Y using this model, one would apply the inverse of this link 
function to the linear predictor. Hence for each observation, the prediction would be 

y = g-I (0) = exp[O]. 

Note that this function always produces values greater than or equal to o. Solving for 13 
in a similar fashion as before gives a reasonable approximation of 

[
-1.6424] 

jJ = 0.0161 . 

0.3091 

If this is applied to the generalized linear model with the Poisson link function the 
following results are obtained. 
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Linear Predictor Predicted Value Actual Squared Error 
(X;(3) g-I(Xi!3) (Yi) (Ei)2 
0.0086 1.0086 1 0.000075 
-0.6097 0.5435 0 0.295419 
-1.3842 0.2505 0 0.062761 
-0.8653 0.4209 0 0.177177 
-0.1901 0.8268 0 0.683667 
-0.9112 0.4021 0 0.161651 
-1.5456 0.2132 0 0.045450 
-0.1230 0.8842 2 1.244954 
-0.7039 0.4946 0 0.244660 
-1.5456 0.2132 0 0.045450 
0.4307 1.5383 1 0.289789 
-1.2848 0.2767 0 0.076560 
-1.0938 0.3350 0 0.112194 
-1.5294 0.2167 1 0.613625 
-0.7872 0.4551 1 0.296886 
-1.1906 0.3040 0 0.092444 
-1.1558 0.3148 0 0.099112 
1.4846 4.4134 4 0.170897 
-0.6420 0.5263 1 0.224426 
-1.0131 0.3631 0 0.131840 
0.2668 1.3057 1 0.093482 
-0.1740 0.8403 0 0.706090 
-1.1744 0.3090 0 0.095476 
-1.0454 0.3516 0 0.123600 
-1.5294 0.2167 0 0.046941 
0.2319 1.2611 2 0.546037 
-0.7226 0.4855 1 0.264739 
-0.1256 0.8820 1 0.013931 
-1.4165 0.2426 0 0.058838 
-0.1689 0.8446 1 0.024151 
-1.2067 0.2992 1 0.491151 
-0.3354 0.7151 0 0.511333 
-0.0746 0.9281 2 1.149009 
-1.5294 0.2167 0 0.046941 
-0.9324 0.3936 0 0.154927 
-0.0101 0.9900 0 0.980020 
-1.0131 0.3631 1 0.405644 
-0.8194 0.4407 0 0.194194 
0.6566 1.9282 4 4.292280 
-1.6263 0.1967 0 0.038677 

Sum of Square 15.306495 
Errors 

As expected, all of the predicted values are positive. The sum of squared errors is also 
slightly improved. Also, note that, in general, the larger error terms tend to occur when 
the value ofY is larger. This is also expected. For the Poisson distribution, the variance 
is equal to the mean. Hence, the larger the expected outcome is, the larger the variance 
should be. This means that the error terms for higher predicted outcomes should on 
average be greater than those for lower predicted outcomes. 
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These examples have illustrated some of the major advantages of generalized linear 
models over the standard mUltiple linear regression model. By correctly diagnosing the 
distribution of the outcome variable, one can correctly specify the proper link function to 
use. This will ensure that all predicted outcomes will have the proper form (e.g. 
nonnegative, or within a specified range). It also ensures that the variance structure of 
the predicted outcomes will more closely model the true variance structure ofthe 
outcome variable Y. These are important keys to producing a useful model. 

How Generalized Linear Models are Being Applied in Actuarial Science 

The preceding sections have shown how generalized linear models would work in 
theory. The following section will take a look at some examples of how GLMs are 
actually being applied in practice in the field of actuarial science. 

Pricing Models 

One of the more traditional areas that actuaries work in is insurance pricing. Actuaries 
are interested in determining how much it will cost to insure a particular risk. This will 
determine what premiums are charged to certain individuals or groups. The paper "Using 
Generalized Linear Models to Build Dynamic Pricing Systems for Personal Lines 
Insurance" by Karl P. Murphy, Michael J. Brockman, and Peter K. W. Lee outlines how 
generalized linear models can be effectively incorporated into a pricing model. 

The cost of insuring any particular risk can be split into two components, frequency and 
severity. Frequency is the number of insurance claims the insured has during the given 
time period. Severity is the average dollar amount of each of those claims. Taking the 
number of claims times the average claim amount produces the cost of insurance: 

Frequency x Severity = Cost of Insurance. 

This is often referred to as the risk premium or the pure premium. A certain amount is 
commonly added onto this to account for expenses and profit. The final figure is the 
premium that is actually quoted to the person seeking insurance. 

Why split the cost into frequency and severity? The answer lies in their distinct 
characteristics. Frequency is a counting variable. Its only possible outcomes are 
nonnegative whole numbers (0, 1,2, ... ). A Poisson distribution is commonly used to 
model frequency, and empirical studies have shown this to be a very suitable model. 
Hence, an appropriate model for frequency might be a generalized linear model with the 
natural log as the link function, as was shown earlier for the Poisson distribution. 

Severity on the other hand behaves quite differently. It represents the dollar amount per 
claim, so it will also be strictly positive. Unlike frequency, however, it will be a 
continuous random variable. It also has a much higher variance than does frequency, 
especially in cases such as liability claims where the range of possible outcomes is far 
greater than that of frequency. A common distribution chosen for modeling severity is 
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the gamma distribution. Therefore, to model severity, a generalized linear model with the 
link function that is associated with the gamma distribution would be appropriate. 

Recall that a major benefit of using generalized linear models instead of the simpler 
multiple linear regression is that the outcome variable (Y) and the error terms (I:) are no 
longer restricted to being normally distributed. Granted, by the central limit theorem, if 
we have enough observations then frequency and severity should become approximately 
normal. However, the real benefit of using generalized linear models in this case is the 
change in the error structures. 

Take severity for example. lfthe assumption is that severity is normally distributed with 
constant variance, then this means that its variance will be independent of the mean. In 
other words, if an estimate of a $100 claim has a standard error of $1 0, then an estimate 
of a $100,000,000 claim will also have a standard error of$10. This is not intuitively 
appealing. It would make much more sense for the standard errors to increase in 
proportion to the size of the estimate (the mean). As it turns out, this is exactly one ofthe 
properties of the gamma distribution. The gamma distribution has a constant coefficient 
of variation so that 

(J" 
-=c, 
p. 

where p. is the mean, (J" is the standard deviation, and c is a constant. Rearranging and 

simplifying this gives the intuitively appealing relationship 

(J" = cp. 

(J"' = c' p.' , 

so that the variance increases in proportion to the square of the mean. 

A similar story unfolds with frequency. One of the characteristics of the Poisson 
distribution is that the variance is equal to the mean 

p. = (J"'. 

This is also intuitively appealing. Suppose there are two risks, A and B. On average, A 
has 10 claims every year whereas B has one claim every 10 years. Clearly it will be 
much easier to accurately predict future outcomes for risk B than it will be for risk A. 
For example, the following outcomes could result 

Year 1 2 3 4 5 6 7 8 9 10 

Claims 
A 8 10 5 12 13 10 7 15 6 14 
B 0 0 0 0 0 0 1 0 0 0 
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The outcomes for risk A are much more variable compared to those for risk B. It would 
make sense then for the variance to increase as the mean increases, although not quite to 
the degree that it does for severity. 

Based on these facts, it is clear that frequency and severity have their own unique 
characteristics. Thus, it would make sense to model them separately and then combine 
the results to obtain the final estimate. The final model might have the following form: 

Frequency = exp [X !n'P fr'. 1 

Severity = 
I 

Frequency x Severity = exp[ X f".P Feq 1 
XsevPsev 

The Demand Effect 

Another problem actuaries encounter is how to account for fixed costs and profit in the 
pricing model. One common method is to assume a certain volume of business and 
spread these costs evenly across all policies. One problem with this is that predicting the 
number of policies that will actually be in force is not an easy task. A second problem 
can be seen through economics. Recalling the law of demand, the more one tacks on to 
the premium to account for fixed costs and profit the fewer policies one will sell. The 
opposite is also true. Hence, while the amount one adds on to the premium per policy 
depends on the volume of business that is expected (remember that costs are being spread 
evenly across all policies), the volume of business that actually occurs depends on how 
much one adds on to the premium for each policy. This leads to a somewhat circular 
definition, so finding the right price can be difficult. However, to this point we have only 
discussed how to model the cost ofinsuring a risk (the supply side of the market). A 
similar model can be created for the demand side of the market. 

In this case, actuaries are interested in the probability that a policy is accepted (new 
business) or renewed (old business). The outcome is simply yes or no, so the values can 
be thought of as being I and o. The probability that a policy does get accepted or 
renewed will lie somewhere between these two values. For this random variable, a 
binomial model is most appropriate, it can be modeled with the binomial version of a 
generalized linear model as discussed earlier. 

Specifically for this model, the number of trials will be the number of policies (new or 
renewal) offered, and the outcome will be the total number of policies that accept or 
renew. A simple and effective way of spreading the costs across policies would be as 
follows (from now on only renewal policies will be considered). 
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Separate the policies into classes based on their probability of renewing. For example the 
classes could be [0, 0.2], (0.2, 0.4], (0.4, 0.6], (0.6, 0.8], (0.8, I]. Next, divide the total 
costs among the classes based on relative volumes. For example, if the first class has 
twice as many policies in it as the third class, then it will be assigned a portion of the 
costs that is twice as large as that for the third class. Finally, to determine how much to 
add on to the risk premium in each class to account for fixed costs and profit, divide the 
total costs assigned to that class by the number of policies times the average probability 
of renewal in that class (the number of expected renewals). Thus, policies that are more 
likely to renew will receive a smaller premium increase compared to those that are less 
likely to renew. 

Here is an example. Suppose a company has a total of $1,000,000 of fixed costs and 
profit to account for and the following group of policies: 

Class Number of Policies Average Probability of Renewal 
A 10,000 0.16 
B 12,000 0.34 
C 15,000 0.52 
D 20,000 0.76 
E 30,000 0.96 

The amount to increase the premium for each class can be calculated as follows: 

Class Costs Assigned Expected Renewals Cost Per Policy 
A 114,942.53 1600 71.84 
B 137,931.03 4080 33.81 
C 172,413.79 7800 22.10 
D 229,885.06 15200 15.12 
E 344,827.59 28800 11.97 

This is a more effective way of distributing the costs across policies because volume of 
business for each individual class is much easier to predict than that for the entire market. 

One of the most important factors in the model will be the ratio oflast year's premium to 
this year's premium. In the case of new business, the ratio of the quoted premium to 
some determined "market" premium could be used. Obviously, the higher the ratio, the 
less likely it is that a particular policy will be renewed. Using this and other accessible 
information for rating factors, a generalized linear model associated with the binomial 
distribution can be built. This will serve as a guide on how to classify each policy and 
then spread the costs across all policies as shown above. 

Graduation of Mortality 

In the field of life insurance, some of the most valuable tools available to actuaries are 
life tables. Life tables contain valuable information such as mortality rates for each age, 
as well as insurance and annuity values that are dependent on these mortality rates. 
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These are some of the building blocks that serve as the foundation for pricing many 
different life insurance products. A typical line in a life table might include the following 
information for a given age, x: 

• Ix - The number of people still alive at age x 
• dx - The number of people who die between age x and x + 1 
• qx - The probability of death occurring between age x and x + 1 

• Ax - The actuarial present value of $1 payable at the end of the year of death 
• ax - The actuarial present value of $1 payable at the end of every year that person 

is still alive. 

Here is a sample of values from the Illustrative Life Table from the second edition of 
Actuarial Mathematics. 

Age (x) Ix dx 1,OOO*qx 1,OOO*Ax ax 
50 89509 529 5.9199 249.0475 12.26683 
51 88979 571 6.4221 259.6073 12.08027 
52 88407 616 6.9724 270.4988 11.88785 
53 87791 665 7.5755 281.7206 11.68960 
54 87126 717 8.2364 293.2700 11.48556 
55 86408 774 8.9605 305.1431 11.27581 
56 85634 835 9.7538 317.3346 11.06042 
57 84799 900 10.6230 329.8381 10.83953 
58 83898 971 11.5752 342.6452 10.61327 
59 82927 1046 12.6181 355.7466 10.38181 

Ax and ax depend on the values of qx' To determine qx, a given population is tracked 
through time and raw data (the lx's and dx 's) is recorded. The raw data is used to 
determine estimates for qx' 

With some exceptions in the earlier ages oflife, it would seem natural to assume that 
mortality (qx) increases with age. However, the raw data may not always reflect this 
assumed trend for each age. A large number of deaths could occur due to unnatural 
causes (i.e. war, natural disasters, outbreaks of diseases, terrorist attacks, etc ... ), and so 
the data might show that mortality is higher at, say, age 46 than it is for ages 47-56. It 
would not seem practical to use such raw data for pricing life insurance products. Rather, 
it would be more practical to use data that showed a gradual increase in mortality with 
respect to age. 

One way of achieving this is to graduate the data. Graduation is a process of smoothing 
out sets of data so that they more "accurately" reflect the assumed underlying trend. In 
this case, the assumption is that mortality will increase with age, so the data should be 
smoothed in such a way that it will reflect this trend. Specifically, it is the values of qx 
that should be smoothed. This can be accomplished using a generalized linear model. 
The paper "Actuarial Graduation Practice and Generalized Linear and Non-Linear 
Models" by A. E. Renshaw outlines several methods by which this can be done. 
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Recall the definitions of dx, ix, and qx given earlier. In terms of the binomial distribution, 
dx is the number of "successes", ix is the number of trials, and qx is the probability of 
success on a given trial. In other words, dx follows a binomial distribution with 

n = ix and p = qx' 

To estimate qx we can use a binomial generalized linear model with the link function 

g(qJ=lnC~~J 
which is commonly referred to as the logit link function. This was derived earlier when 
the binomial distribution was discussed. Note that in this case qx is p. It is also worth 
mentioning at this point that two other link functions are commonly used for the binomial 
distribution. The complementary log-log link function is given by 

g(qJ = In(-ln(l-qJ}. 

The probit link function is given by 

where <1> is the cumulative distribution function for the standard normal distribution. All 
three of these link functions have very similar properties, so they are all considered 
acceptable link functions for the binomial distribution. A plot of each is shown below. 
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Binomial Link Functions 
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The following is an example of how graduation would work in practice. Suppose a set of 
data that results in the values for qx shown in the plot below is given. 
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A close examination ofthe plot shows that there are some unnatural peaks in the data. 
These could be thought of as outliers. To graduate the data, a possible starting spot might 
be to try fitting a generalized linear model with the logit link function. As before, this 
can be done in Excel by specifying initial guesses for the beta parameters and using the 
solver tool to maximize the log-likelihood function. A possible result ofthis attempt is 
shown in the next plot. 
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Looking at the graph, the data is now much smoother. However, there seems to be a 
significant discrepancy between the raw data and the graduated data starting around age 
60 and ending around age 90. 

One option is to try a different link function. As mentioned earlier, two other possible 
choices commonly used for the binomial link function are the complementary log-log 
function and the probit function. If the complementary log-log link function is used 
instead, the following results occur: 
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In this case, the graduated values seem to agree with the raw values much better than 
with the logit link function. Hence, the complementary log-log is a more suitable link 
function in this case. This is one of example of many occurrences where the choice of 
the proper link function is essential to accomplishing the goal in mind. 

Conclusions 

This paper has illustrated the underlying theory of generalized linear models and the 
many advantages that generalized linear and nonlinear models offer over other common 
methods of modeling. It is known that many phenomena do not actually satisfy the 
restraints of normality required by the standard linear and mUltiple linear regression 
models. Generalized linear models offer the flexibility needed to more accurately model 
real world phenomena by relaxing these constraints. 

Generalized linear models relate the mean of a random variable Y to a linear predictor 
XI3 via the link function. The link function determines not only the distribution ofY, but 
also the error structure. This allows for more accurate modeling when it is known that 
the variance of the error terms is not constant over the entire range of Y. 

Solving for the parameters of a generalized linear model is not an easy task and requires 
numerical estimation techniques. However, there are many software programs such as 
GLIM that have been well-developed and are highly capable of performing this task. The 
key to building a successful model, however, lies in selecting the appropriate link 
function, which shows that modeling is as much an art as it is a science. 
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The last section illustrated two areas (price modeling and graduation) in which the 
benefits of generalized linear models are already being realized. There are several other 
areas in addition to these two which have recently begun to use generalized linear models 
successfully. "A Practitioner's Approach to Marine Liability Pricing Using Generalised 
Linear Models" by B. Gedalla, D. Jackson, and D.E.A. Sanders discusses how 
generalized linear models can be applied to marine insurance. They point out that 
historically, underwriters have simply negotiated premiums with clients, using loss ratios 
and other empirical data to support their arguments. They explain how underwriters can 
put themselves in a stronger negotiating position by using a generalized linear model to 
produce premium quotes. The approach is quite similar to modeling automobile 
insurance. The model can be split into frequency and severity, just like in one of the 
earlier examples, and each of these can be modeled separately, using Poisson and Ganuna 
distributions respectively, and then combined at the end to produce a premium. 

In the paper "Multivariate Spatial Analysis of the Territory Rating Variable", Serhat 
Guven discusses how generalized linear models have recently been used in territorial 
ratemaking and demonstrates a method of incorporating location into the model. 
Location is important because territories should have ratings similar to those of other 
territories close to where they are located. Traditionally, a large number of categorical 
variables have been used to incorporate location into these rating models. However, by 
representing location as a continuous variable in terms oflongitude and latitude, a much 
simpler and more effective model can be built which incorporates location into the 
multivariate framework of the generalized linear model. This allows the effect of 
location to be modeled independent of the effects of other rating factors. 

Actuaries can also use generalized linear models in non-traditional areas. In "Estimating 
Claim Settlement Values Using GLM", Roosevelt C. Mosley Jr. outlines how generalized 
linear models can be used to model trends in the severity of claims, as well as 
determining estimates of the final values of claim settlements. Typically, this would be 
done using either a Gamma or Negative Binomial error structure. Such a model would be 
of great value to a company because future liabilities could be predicted more accurately. 

Loss reserving, however, is a traditional area of actuarial practice. "Loss Reserving with 
GLMs: A Case Study" by Greg Taylor and Grainne McGuire illustrates the advantages of 
using a generalized linear model to generate loss reserves rather than the traditional chain 
ladder method. They point out that common occurrences such as seasonality, multiple 
trends, and changes in govermnent regulations can cause complications with the chain 
ladder method that are not easy to adjust for. They then illustrate how a generalized 
linear model can incorporate twists such as these quite easily. Generalized linear models 
also produce more accurate results and do so more consistently than the chain ladder 
method. Another important difference is that a generalized linear model allows the 
actuary to more fully understand the data whereas the chain ladder method provides 
relatively little feedback about the data. 

From these examples, it is clear that generalized linear models can be utilized in almost 
any area of actuarial practice imaginable, although generalized linear models are still a 
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fairly new concept to many actuaries. As understanding of generalized linear models 
continues to increase and their benefits become more fully appreciated, more areas of 
actuarial work will incorporate them into the framework of actuarial modeling. The 
generalized linear model is a powerful tool whose full capabilities are yet to be realized. 

Appendix 

We want to estimate the coefficient vector ~ via maximum likelihood estimation. Recall 
that 

f(y;B) = exp[a(y)b(B) + c(B) + d(y)]. 

The canonical form of this with respect to Y will be used so that 

Note that the log-likelihood function is 

Ii = Yib(Bi) + c(B,) + d(y,), 

and also recall that 

E _ __ c'(B,) 
[y,] - ,ui - b'(B,) 

Var[ 1 = b"(B,)c'(B,) -b'(B,)c"(B,) 
y, [b'(B,)Y 

g(,ui) = X;P = 17i' 

The likelihood function to maximize is 

M 

1= ~)i 
;=1 

In order to obtain the maximum likelihood estimate for ~j we must take the derivative of 
the likelihood function with respect to ~j. Using basic differential rules of calculus this 
can be expressed as 

Each derivative can be broken down separately. The first one is simple and can be 
expressed as such: 
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al, b'(B) '(B) b'(B) - c'(B;) , '[y ] -=y, ,+c ,=y, ,- , b(B,)=b(B,) ,-Ii, 
aB, b (B,) 

For the second derivative it is easier to find ali, . Using the quotient rule for 
aB, 

differentiation, this is 

ali, = [- b'(B;)c"(B,) + c'(B, )b"(B,)] = b'(B)Var[ .). 
aB, [b'(B,)]2 ,y, 

Thus, the inverse of this gives 

aB, 1 1 
= =-----

ali, ali, laB, b'(B, )Var[y,) 

For the last term the result is 

Putting all three terms together produces the result 

U = ±[(y, - Ii;) x ali,]. 
J '=1 Var[y,) lj aT/, 

The variance-covariance matrix of the CIj' s is called the information matrix and is 
denoted by T. T has entries Tjk such that 

Tj' =E[UP,) 

T - E{~[(Y' - Ii,) ali, ]~[(YI - iii) ali,]} .- ~ x ~ ~ 
J '=1 Var[y,) lj aT/, 1=1 Var[YI) aT/, 

This can be simplified further. First, remember that the y/s are independent of each 
other. This means that 

This simplifies the previous expression to 
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N '()' 
T = '" E[(Yi - Pi) ] X.X 8p, 

J' L..., V. []' ",' 8 i=1 ar Yi 7]; 

Finally, it is also true that E[ (Yd1i] = Var[Yi]. So the final expression becomes 

Now, recall that the iterative solution for the coefficient matrix 13 was 

T(m-I) p(m) = T(m-I) p(m-I) _ u(m-I) . 

On the left hand side T can be expressed as X'WX where W is an NxN diagonal matrix 
with entries 

I 8p, I 8p, ( )' ()' 
w" = Var[y,] 8x;p(m I) = Var[y.l 8T/, 

This means that X'WX is 

( )' I 8PI 
0 0 

['; <~' ] 
Var[YI] 8T/I [ ';' <;,] 0 

0 
x" XNk ( r XNl XNk 

0 0 I 8PN 

Var[YN] 8T/N 

( )' ( )' Xli 8PI xNl 8PN 

Var[YI] 8T/I Var[YN] 8T/N [ <;' x~ ] = 

( )' ( )' x" 8PI XNk 8PN xNl XNk 

Var[YI] 8T/I Var[YN] 8T/N 
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N N 

. lOP· ~>ilXil ( r 
;ar[Yi 1 OT/: 

. I Op ~>ilXik ( r 
';ar[Yi 1 OT/: 

= =T 
N N 

. lOP· LX"X
il 

( r 
;ar[Yi 1 OT/: 

. I op LX"x" ( r 
';ar[Yi 1 OT/: 

Similarly, on the right hand side of the equation T(m-I)~ (m-I) ~ U(m-I) can be expressed as 
X'Wz where z is an Nx I matrix with entries 

~ ~( jJ(m-I») ( )(OT/i) Zi ~ L... xij j + Yi ~ Pi ~ . 
J=l 'Jl1 

Working through the math shows that X'Wz is 

[::: ... 

( )' 1 OPI 

x NIl Var[YIl OT/I 
. 0 
. . 

XNk 
o 

o o 

~( jJ(m-I») ( )(OT/N) L... XNj j + YN ~PN -0-
J=I Ii N o 

( r ( r ± ( jJ(m-I») ( >( OT/I ) x" OPI XNI OPN 

Var[YIl OT/I Var[YN 1 OT/N 
. Xlj j + YI ~ PI ;;-

J=I iiI 
= ( r ( )' ±(xNjjJ;m-I))+(YN ~PN>(:T/N) XJk OPI XNk OPN 

Var[YIl OT/I Var[YN 1 OT/N J=I liN 

= 
N k 

"" jJ(m-l) 
L...L...XikXij j ( )' N () i=1 j=1 0Pi L Xik (Yi ~ Pi) OPi 

Var[y,) OT/i + i=1 Var[Yi 1 OT/i 
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Separating this into two separate matrices shows that this does produce the right hand 
side of the equation. 

N k 

I~>iIXijPjm-l) ( )' 
i=1 j=1 0l1i 

Var[y,] OT/i 
f Xii (Yi - l1i) (Ol1i ) 
i=1 Var[y, 1 OT/i 

= + = T(m-l) p( .. -I) + U( .. -I) 

f Xik(Yi -l1i) (Ol1i) 
i=1 Var[Yi 1 OT/i 

Hence the final form of the iterative equation becomes 

x'WXp(") = X'Wz. 

Note that both W and z must be evaluated at the (m-ll estimation,p(m-l). 
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