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Introduction 

The collection and analysis of data is a practice that is constantly growing as data collection 

methods become more accessible and as technology allows for more complex analyses. Today, there is 

an abundance of data available that can aid in the understanding of larger trends within a population. 

There are many ways to organize data so that it can be meaningfully interpreted, of which a useful 

method is classification. Broadly, classification is the process in which groups within data are observed. 

Classification can take two main forms: supervised or unsupervised. Supervised classification takes data 

with known groups and creates a model that can then predict what group a novel input will fall into, 

while unsupervised classification takes data without known groups and attempts to discover if there are 

latent groups within the data, and what those groups look like. Though supervised classification tends to 

have simple ways to determine whether a structure solution is accurate, unsupervised classification 

often does not have a single best solution and it requires making decisions about what methods to use 

and how to interpret the results based on the information available (James, Witten, Hastie, & Tibshirani, 

2017).  

 Unsupervised classification, also called unsupervised learning, is used in many diverse fields 

from updating land-cover maps via sensors (Bruzzone & Vernazza, 2002), to mapping marine habitats 

(Calvert, Service, Mcgonigle, & Quinn, 2014), to even evaluating brain tumors (Juan-Albarracin et al., 

2015). These are just a few examples, but the practical applications for this type of analysis are virtually 

endless.  

The breadth of potential applications also means that there are very diverse datasets that require 

analysis, and not every dataset can be analyzed the same way due to its unique characteristics. Luckily, 

there are a variety of methods available to conduct unsupervised classification, though no single method 

can be universally considered the ‘best’. Different circumstances may call for different approaches to the 
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problem of identifying underlying structure in the data. Within unsupervised learning there are a few main 

techniques to determine if there are any underlying groups, including clustering and dimensionality 

reduction. Most often, clustering techniques are used to separate the data into groups called clusters that 

contain datapoints that are like each other, and that are different from datapoints in other clusters. Some 

clustering methods include k-means clustering and hierarchical clustering that have been around for a 

long time and are well established, though there are also newer methods such as fuzzy clustering and 

density-based methods. Another method of unsupervised learning is dimensionality reduction methods 

such as principle components analysis (PCA) that aims to reduce the number of features to make the 

results more interpretable.  

Orienting Problem 

An area that could benefit from more rigorous analysis is the criminal justice system. In the 

criminal justice system, police brutality and the use of deadly force are divisive issues that require careful 

examination. Sociologically, there are an abundance of theories as to the underlying processes that 

motivate the actions of the individuals involved in these situations. Officer attitudes, race, socioeconomic 

status, among many other variables, may offer a glimpse into how these situations arise (Meyer, 1980). 

This indicates that there are groups of people that are treated differently than others. Unsupervised 

learning can help in the analysis of the available data to detect if these groups are present within the 

population. If meaningful profiles emerge, this may help illuminate areas in the justice system that may 

need attention and change.  
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Literature Review 

K-means 

K-means is a type of clustering within unsupervised learning that has been around for some time 

and is one of the more commonly used methods. K-means clustering works by taking the number of 

clusters believed to be in the data and assigning that number of points to random points of the dataset. 

K-means then takes every point in the dataset and assigns it to the nearest of these points to form 

clusters. Once the clusters are established, the center of that cluster is calculated, this is called the 

centroid. All the data points are then assigned to their nearest centroid to create new clusters, and the 

centroids of the new clusters are calculated. This process is repeated until it converges on one solution 

where every data point is assigned to a cluster, and the clusters don’t change between iterations.  

Though k-means is one of the most widely used types of unsupervised clustering, there are 

some limitations. To run k-means clustering, the number of clusters must be inputted, though there is 

not a universal method of determining how many clusters are in the data beforehand. There are many 

methods that can help detect the optimal number of clusters present, but the methods may not all 

agree it often requires subjective judgement to determine the best final solution to the problem at hand 

(Pham, Dimov, & Nguyen, 2005). There are also the issues of where the initial centroids are placed, as 

this may affect the final cluster solution (Bradley and Fayyad, 1998).  

K-Medoids 

 K-medoids is like k-means in that it is widely used and that it runs in a very similar fashion to k-

means. The two clustering techniques work by creating clusters around a center point, the main 

difference is how that data point is chosen. While k-means finds the mathematical center of the clusters 

as the centroid, k-medoids uses one of the points in the dataset as the centroid to create the clusters, 
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other than this they use the same basic process to create clusters. Due to this, k-medoids is more robust 

to outliers than k-means (Velmurugan and Santhanam, 2010).  

Hierarchical Clustering 

 Hierarchical data clustering is another clustering method that is often used. There are two 

methods of hierarchical clustering, agglomerative and divisive that can both be useful depending on the 

situation (Rajalingam and Ranjini, 2011). The two methods result in the same solution, they are just 

visualize the partitions in an opposite manner. Agglomerative clustering starts with every individual data 

point as its own cluster, each cluster is then paired with another cluster to create the new cluster. The 

cluster continue to pair up creating larger clusters until all the data is in one cluster. Divisive cluster 

works in an opposite fashion, it creates one large cluster containing all of the datapoints, then divides 

the cluster to create two clusters, these two new clusters are then split, and the process is repeated 

until every datapoint is its own cluster. Here, agglomerative clustering using Ward’s method (Murtagh & 

Legendre, 2014) was explored. The results of hierarchical clustering can then be viewed as a 

dendrogram. Like k-means and k-medoids, determining the number of clusters to retain is not often 

straightforward. 

Fuzzy Clustering 

K-mean, k-medoids, and hierarchical clustering are all methods that assign each data point to 

one cluster, this is called hard clustering. While these hard-clustering methods perform well with distinct 

clusters, it is often useful to allow the datapoints to be associated with multiple clusters, this type of 

clustering is called fuzzy clustering (Yang, 1993). Fuzzy clustering is like k-means as the underlying 

mechanisms are very similar; Fuzzy clustering and k-means both require deciding how many clusters are 

suspected in the data and will form the clusters around centroids, though fuzzy clustering will also give 
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membership values that designate the level of association with each cluster, which can often provide 

more useful information about the cluster solution.  

DBSCAN 

Another type of clustering is density-based clustering, a common method of which is Density-Based 

Spatial Clustering of Applications with Noise (DBSCAN). DBSCAN attempts to find areas of high density 

that are surrounded by areas of lower density to establish clusters. To run DBSCAN, a radius and 

minimum points threshold are chosen based on the information about the dataset. The model then 

classifies all points as either core points, border points, or noise points. Core points are points that 

exceed the minimum number of points surrounding it within the chosen radius, border points are points 

that are still within the radius of a core point though they do not reach the minimum number of points 

surrounding it within the chosen radius, and noise points are points that are not within the chosen 

radius of any other points and are not assigned to any cluster (Ester, Kriegel, Sander, & Xu, 1996). 

Mixture Model 

 Another type of unsupervised learning is mixture models. One such approach is the gaussian 

mixture model (GMM). Gaussian mixture models assume that the data is a mixture of different gaussian 

distributions such that every latent variable within the data is its own unique gaussian distribution 

within the dataset. The model then gives each datapoint a probability that it belongs in each potential 

latent variable/gaussian distribution (Melnykov & Maitra, 2010).  

PCA 

 Though clustering is most often used, dimensionality reduction is can also be used to conduct 

unsupervised classification. One such method is PCA, PCA takes the many predictor variables that are 

being examined and reduces them to a smaller number of vectors corresponding to latent variables that 
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can then be used to more easily understand trends in the data. This method looks to explore the factors 

underlying the data while clustering seeks to segment the data into smaller numbers of clusters (James, 

Witten, Hastie, & Tibshirani, 2017). 

Comparison 

When choosing which method to run on data, there are a few things to consider. Many of the 

clustering solutions require setting the number of clusters sought in the data, which may not be a simple 

task as there are a variety of indices that may all suggest different numbers of clusters to retain. K-means 

suffers from this as well as the initial random placement of the centers for the clusters influencing the 

result (Rodriguez, Comin, Bruno, Amancio, Cost, & Rodrigues, 2019). Another potential problem is 

sensitivity to outliers, which can be also be a problem for k-means, though k-medoids is more robust to 

outliers (Arora, Deepali, & Varshney, 2016). Many of these clustering algorithms also suffer if the clusters 

are not well defined, in those cases, fuzzy clustering may work better as it allows each datapoint to belong 

to multiple clusters (Bora & Gupta, 2014). Often it is not clear which method of unsupervised classification 

will work best on a dataset, so it can be beneficial to attempt more than one method on the data and use 

the combination of the results to interpret the data. 
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Methods 

 To compare the different methods, they were applied to fatal police shooting data compiled by 

the Washington Post (The Washington Post, 2020). Of interest was how many clusters were identified in 

the data by each of the methods of unsupervised classification as well as the size and structure of the 

clusters identified. K-means, k-medoids, hierarchical clustering, and fuzzy clustering required decisions 

about the number of clusters to explore, which involved obtaining statistics that compared different 

clustering solutions to determine the number of clusters to retain. For this analysis, the elbow method 

(Nainggolan, Perangin-Angin, Simartmata, & Tarigan, 2019) was used when possible, though k-means 

was resistant to this method as the plot did not show a clear elbow, so the gap statistic was alternatively 

employed. The gap statistic compares the within-cluster variance of the data with randomly created 

datasets that share means, variances, and covariance, but do not contain any significant clusters 

(Tibshirani, Walther, & Hastie, 2001).  For each clustering solution, the means of each variable were 

obtained in order to understand the underlying structure of the clusters and compare clustering 

solutions proposed by each method. 

Data 

The Washington post has been collecting data on fatal police shootings and circumstances 

revolving these incidents since January 2015. As of March 2020, the data contained 5113 incidents 

recorded by the Washington Post staff. They report that the data was collected from a variety of sources 

including news outlets, databases and law enforcement websites and that the data may be incomplete 

as there are often barriers to fatal police shootings being reported accurately. The data includes only 

incidents in which a police officer shot and killed a civilian while on duty, so incidents where off duty 

police officers fatally shot someone or where the death was not by gunshot wound are not included in 

the data.  
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This analysis focused on 5 variables: ‘race’, ‘age’, ‘signs of mental illness’, ‘threat level’, and 

‘body camera’. The ‘race’ variable had 6 documented levels: W- white/non-Hispanic, B- black/non-

Hispanic, A- Asian, N- Native America, H- Hispanic, O- other. The ‘signs of mental illness’ variable 

consists of two levels, either “true” or “false”. Threat level was categorized as either “attack”, “other”, 

or “undetermined”. Incidents that were the most immediate and direct threat were categorized as 

“attack”, incidents where there was some threat present were categorized as “other”, and all other 

incidents were classified as “undetermined”. The variable ‘body camera’ also consisted of two levels, 

either “true” if a body camera was present for at least part of the incident or “false” if it was not.  

Analyses 

The data was analyzed using the software package R (version 3.6.2). In order to run the data, 

there were some changes made to the raw data. First, incidents that had incomplete information were 

removed from the data. The categorical variables in the data were then transformed into numerical 

format. ‘Threat level’ was classified as “undetermined” = 1, “other” = 2, and “attack” = 3. The ‘signs of 

mental illness’ variable was changed so that that “false” =0 and “true” =1. Similarly, the body camera 

variable was changed so that “false” =0 and “true” =1. The ‘race’ variable required dummy coding the 

variable by creating a separate variable for every race and then assigning the variable “1” if the victim 

was of that race or “0” if they were not.  

 The different methods of unsupervised classification were run on these 5 variables to examine 

the different cluster solutions. As the analyses were unsupervised, there was not a set way of empirically 

determining the best cluster solution, therefore the results of each method were obtained and then 

compared using the given information about the dataset and suggestions about each of the methods of 

unsupervised classification were presented. For this evaluation, the data analyzed, the structure of the 

results, and the conceptual fitness of the results were all explored. 
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Results  

The breakdown of race can be seen in Table 1. 

Table 1. | Breakdown by race 

RACE A B H N O W 

# 85 1206 845 75 46 2276 

% OF 
SAMPLE 

1.88% 26.60% 18.64% 1.65% 1.01% 50.21% 

 

The age range of the individuals ranged from 6 to 91 years old, see Figure 1 for age breakdown. 

Figure 1. | Breakdown by age 

 

The threat level was broken down into “attack”-3281, “other”-1585, and “undetermined”-247. 

Approximately 23% of the individuals had signs of mental illness present at the time of the shootings, 

and a body camera was only present in approximately 11% of the shootings.  

Many of the clustering method explored involve selecting the number of clusters suspected in 

the data in advance. Statistics were obtained to determine the number of clusters to explore before 

running each of the analyses that required the input. The statistics obtained differed slightly for some of 
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methods as a few of the analyses required the use of different approaches, therefore the process used 

for each method is explained. 

K-means 

To determine the number of clusters that would be explored using k-means clustering a plot 

that looked at the number of clusters compared to the total within clusters sums of squares was 

examined. The elbow method was attempted by trying to find a visible elbow in the plot. Looking at 

Figure 2, a definitive elbow was not present, and the plot appeared to have various divots and was not 

readily interpretable through the elbow method. Another statistic was then examined; the gap statistic 

was used to decide on the number of clusters. Looking at Figure 3, the gap statistic suggests a 2-cluster 

solution for the data.  

Figure 2. | K-means elbow method 
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Figure 3. | K-means gap statistic 

 

To examine the solution more closely, the means of the two clusters found through k-means 

clustering can be examined in Table 2. K-means was run with the 2-clusters as the input and 30 

randomized initial starting points. The means of each variable was obtained to explore the composition 

of the clusters. The clusters were split evenly with one cluster containing 50.47% of the data and the 

other cluster containing 49.53%. One cluster contained a vast majority of the individuals classified as 

white, this cluster showed a slightly higher age, lower perceived threat level, higher rates of perceived 

signs of mental illness, and lower rates of the presence of body cameras during the incident. The other 

cluster was comprised of all the other races and it can be observed that the means match the 

percentages of the race distribution seen in Table 1, this cluster showed lower age, higher perceived 

threat, lower perceived mental illness, and higher rates of the presence of a body camera during the 

incident. 

Table 2. | K-means cluster means 

 # AGE THREAT 
LEVEL 

MENTAL 
ILLNESS 

BODY 
CAMERA 

W B H A N O 

1 2249 32.990 1.428 0.168 0.141 0 0.536 0.372 0.038 0.034 0.020 
2 2207 39.883 1.378 0.297 0.097 1 0 0 0 0 0 
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K-medoids 

The elbow method was also used before running k-medoids to determine the number of 

clusters present within the data. Looking at the total within sum of squares plot, there appears to be a 

bend in the line at either 7 or 10 clusters with the 7 clusters being determined as the elbow. 

Figure 4. | K-medoids elbow method 

 

 A 7-cluster solution was obtained using k-medoids clustering and the cluster structure was 

examined through the means of each cluster, seen in Table 3. First glance showed that some of the 

clusters were capturing specific variables in the data. Cluster 1 consisted of all the Asian individuals, this 

cluster was slightly older, and showed slightly higher signs of mental illness as well as body camera 

presence. Cluster 2 consisted of mainly White individuals with low mental illness and low threat levels 

and low body camera presence. Cluster 3 was made up of all the Hispanic individuals, this cluster was 

slightly younger. Cluster 4 consisted of mainly older White individuals who showed high perceived 

mental illness and lower perceived threat levels. Cluster 5 showed mainly white individuals with low 

perceived mental illness and very high threat levels. Cluster 6 showed mainly black individuals, this 
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cluster was younger. Cluster 7 contained all the Native American individuals, this cluster was younger 

and showed higher perceived threat levels. 

Table 3. I K-medoids cluster means 

CLUSTER # AGE THREAT 
LEVEL 

MENTAL 
ILLNESS 

BODY 
CAMERA 

W B H A N O 

1 83 39.927 1.458 0.277 0.193 0 0 0 1 0 0 
2 1071 39.781 1 0 0.075 0.983 0 0 0 0 0.017 
3 821 33.600 1.492 0.181 0.119 0 0 1 0 0 0 
4 663 41.109 1.332 1 0.131 0.983 0.002 0 0 0 0.015 
5 570 38.433 2.181 0.032 0.104 0.954 0.023 0 0 0 0.023 
6 1174 32.165 1.362 0.147 0.152 0 0.997 0 0 0 0.003 
7 74 31.419 1.459 0.176 0.162 0 0 0 0 1 0 

 

Hierarchical Clustering 

Hierarchical clustering also requires a determination of how many clusters are in the data, so 

the elbow method was employed. Looking at Figure 5, the bend in the line appears to happen at 7 

clusters. Those clusters can then be visualized as a dendrogram in Figure 6.  
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Figure 5. | Hierarchical elbow method 

 

Figure 6. | Hierarchical dendrogram with 7 clusters 

 

Though the dendrogram in Figure 6 shows the way that the hierarchical clustering was 

partitioned, the means in Table 4 show the specifics of each cluster. Race appeared to be the most 

important factor, though age and mental illness were also important in the cluster solution. Cluster 3 

was comprised of all the Hispanic individuals and was the only cluster containing Hispanic individuals, 

this cluster appeared to be younger. Cluster 1 contained all the Asian and Native American individuals, 

as well as any of the individuals in the category “other”, this cluster was slightly younger with about 

average perceived threat level and mental illness. Then White individuals were broken down into 4 

different clusters, cluster 2 containing older White individuals with no signs of mental illness and lower 



16 | P a g e  
 

threat levels with no body camera involvement, cluster 4 showed the oldest age range of White 

individuals with definitive signs of mental illness, average threat levels and no body camera 

involvement, cluster 7 showed the youngest range of White individuals, though this still skewed older 

than other non-White clusters, with no signs of mental illness, high threat levels, and no body camera 

involvement. Upon closer observation, it appears as though the hierarchical clustering put those who 

had body camera involvement into cluster 5 which contained White and Black individuals that had a 

body camera present at the incident, this cluster had higher levels of mental illness. Lastly cluster 6 was 

comprised of the remaining Black individuals that did not have a body camera present at the incident, 

this cluster was younger. 

Table 4. | Hierarchical clustering means 

CLUSTER # AGE THREAT 
LEVEL 

MENTAL 
ILLNESS 

BODY 
CAMERA 

W B H A N O 

1 202 34.094 1.441 0.228 0.163 0 0 0 0.411 0.366 0.223 
2 974 39.901 1 0 0 1 0 0 0 0 0 
3 821 33.600 1.492 0.181 0.119 0 0 1 0 0 0 
4 582 41.002 1.378 1 0 1 0 0 0 0 0 
5 399 36.429 1.434 0.303 1 0.546 0.454 0 0 0 0 
6 1003 32.299 1.363 0.141 0 0 1 0 0 0 0 
7 475 38.682 2.145 0 0 1 0 0 0 0 0 

 

Fuzzy Clustering  

When looking at the clusters vs the within sum of squares plot Figure 7, the elbow appears at 

around 4 clusters, so fuzzy clustering with 4 clusters was examined. 



17 | P a g e  
 

Figure 7. | Fuzzy clustering elbow method 

 

 Fuzzy clustering showed the structure of the 4-cluster solution as well as each individuals’ 

membership statistics to each of the clusters. As there was a large number of datapoints, the output of 

the membership was too large to include, so the nearest hard clustering solution for each datapoint was 

used to interpret the means of each of the clusters obtained through fuzzy clustering which can be seen 

in Table 5. Fuzzy clustering did not result in racially uniform clusters as was seen in all the previous 

cluster solutions. Each of the clusters contains a mix of race and appears to instead find clusters that 

show different age ranges. Cluster 1 had the oldest individuals with lower threat levels and higher 

perceived signs of mental illness, this cluster consisted mostly of white individuals, though not as 

overwhelmingly as was seen in the other methods explored thus far. Cluster 2 showed a mean age of 

~42 with higher rates of mental illness (though not as highs as cluster 1), low body camera presence, and 

the racial breakdown was more diverse. Cluster 3 appeared to contain the youngest individuals, they 

showed a higher threat level, lower signs of mental illness, and the racial breakdown showed that it was 

comprised of mostly Black and White individuals, with the slight majority being Black. Lastly, Cluster 4 

had an average age of ~32 with mid-rage threat level, mid-range mental illness, and was comprised of 

mostly White individuals followed by Black and Hispanic individuals.  
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Table 5. | Fuzzy clustering- nearest hard cluster means 

CLUSTER # AGE THREAT 
LEVEL 

MENTAL 
ILLNESS 

BODY 
CAMERA 

W B H A N O 

1 829 57.201 1.344 0.316 0.117 0.733 0.136 0.100 0.019 0.005 0.006 
2 1061 42.054 1.401 0.300 0.087 0.550 0.219 0.189 0.021 0.012 0.008 
3 1255 22.657 1.432 0.182 0.128 0.358 0.377 0.214 0.015 0.023 0.013 
4 1311 32.061 1.413 0.233 0.137 0.464 0.279 0.204 0.020 0.021 0.011 

 

DBSCAN 

 DBSCAN was also used as a clustering method. To run DBSCAN the number of clusters does not 

have to be determined beforehand, instead two different requirements must be decided on. As DBSCAN 

works by choosing points and creating a radius around that point to determine how many points are 

within the radius and therefore what cluster that point belongs to, the length (eps) of the radius must be 

decided on, as well as the minimum number of points contained within that radius (minPts). To decide 

on these inputs, first k-nearest neighbor (KNN) plots were obtained. Using the recommendation of 

double the dimensions of the data (Schubert, Sander, Ester, Kriegel, & Xu, 2017), a plot of 20 KNN was 

obtained as seen in Figure 8. Here the approximate eps was obtained by looking at where the graph 

begins to radically increase, which appeared to be between 1 and 2. A few different eps points were 

attempted before the final decision of eps=1.4 was reached. DBSCAN was then run with mnPts=20 and 

eps=1.4. 

Figure 8. | 20-KNN plot 
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 The results of DBSCAN found 3 clusters within the data and 547 noise points. The resulting 

means of the DBSCAN can be seen in Table 6. Cluster 1 was comprised of older White individuals with 

average perceived threat level, higher rates of perceived mental illness, and average rates of body 

camera presence. Cluster 2 was comprised of younger Hispanic individuals with a higher perceived 

threat level and average rates of perceived mental illness and body camera presence. Cluster 3 was 

comprised of younger Black individuals with an average threat level, lower rates of perceived mental 

illness and higher rates of body camera presence. The noise points therefore contained all the 

individuals of all the other races as well as outliers from the White, Black, and Hispanic categories.  

Table 6. | DBSCAN cluster means 

CLUSTER # AGE THREAT 
LEVEL 

MENTAL 
ILLNESS 

BODY 
CAMERA 

W B H A N O 

0-NOISE 547 45.702 1.543 0.307 0.239 0.174 0.207 0.250 0.152 0.135 0.082 
1 2154 38.969 1.374 0.289 0.091 1 0 0 0 0 0 
2 684 31.015 1.456 0.156 0.091 0 0 1 0 0 0 
3 1071 30.208 1.355 0.132 0.133 0 1 0 0 0 0 

 

GMM 

 Gaussian mixture modeling was also run on the data in order to discover clusters. As the output 

from running the model provided a Bayesian index criterion (BIC), the BIC for the different cluster 

solutions was examined and the solution with the smallest BIC was decided on. The BIC values show in 

Table 7 suggest a 1-cluster solution, this implies that no clusters were found by GMM. The BIC values 

can also be viewed graphically in Figure 9, here the lowest place in the graph is at 1 cluster.  

Table 7. | GMM BIC values 

CLUSTERS 1 2 3 4 5 6 7 8 

BIC -126538 -124045 -119886 -113682 -11174 -111259 -110536 -107733 

CLUSTERS 9 10 11 12 13 14 15 16 
BIC -107824 -107067 -106628 -107293 -105976 -105912 -104678 -104343 

CLUSTERS 17 18 19 20     

BIC -105217 -91090 -69300 -66537     
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Figure 9. | GMM BIC values 

 

 

PCA 

Lastly, PCA was run on the data. PCA, in contrast to the clustering methods, is a dimensionality 

reduction tool that can help identify principal components. PCA found that all the variance in the data 

was explained by 9 principal components. Looking at the scree plot, Figure 10, the first principal 

component explained 18.8% of the data, the second principal component explained 13% of the data, 

and the rest of the principal components each explained between 8.3% and 10.9%. The biggest drop off 

appeared to be at 9 components, so these 9 components were explored. 
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Figure 10. | PCA Scree Plot 

 

Looking at Table 8, the features of the principal components extracted from the data can be 

seen. The values highlighted in yellow are the variables that were most important to their corresponding 

principal component, while the values highlighted in blue were components that were also significantly 

correlated with the component. The threshold used to decide if a loading value was significant to the 

component was a .25 benchmark (Chatfield & Collins, 1980). 

For the first component, the most important variable was if the individual was White, which was 

correlated with age, both components were then inversely correlated with Black individuals as well as 

Hispanic individuals. The second component was most strongly correlated with Hispanic individuals 

which was correlated with threat level, these components were negatively correlated with Black 

individuals. The third component’s most important variable was if the individual was Asian which was 

correlated with threat level, mental illness, and the presence of a body camera. The fourth component’s 

most important variable was if the individual was Native American which was correlated with those who 

were classified as “other”. The fifth principal component was most strongly correlated with those who 

were classified as “other” which was correlated with Asian individuals, this was inversely correlated with 
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threat level. The sixth was mostly strongly associated with Asian individuals which was negatively 

correlated with “other” as with threat level, mental illness and body camera presence. The seventh 

principal component was most strongly correlated with the perceived threat level which was negatively 

correlated with the presence of a body camera. The eighth principal component was most strongly 

associated with mental illness which was negatively correlated with presence of a body camera. Finally, 

the ninth principal component just had age as the important principal component.  

 

Table 8. | Principal Components rotation matrix 

 PC1 PC2 PC3 PC4 PC5 PC6 PC7 PC8 PC9 

AGE -0.387 0.021 -0.024 -0.166 -0.075 0.103 0.159 -0.052 0.882 
THREAT LEVEL 0.067 -0.250 -0.264 0.047 0.294 -0.293 -0.789 0.079 0.243 
MENTAL 
ILLNESS 

-0.244 -0.033 -0.456 -0.114 0.060 -0.305 0.144 -0.756 -0.170 

BODY 
CAMERA 

0.091 0.067 -0.610 -0.086 0.166 -0.301 0.419 0.560 0.013 

W -0.677 0.099 0.084 0.038 0.105 -0.054 -0.108 0.221 -0.242 
B 0.490 0.585 0.019 -0.155 0.089 -0.081 -0.057 -0.185 0.189 
H 0.268 -0.758 0.120 -0.192 0.031 -0.019 0.244 -0.054 0.061 
A 0.037 -0.044 -0.547 -0.145 -0.400 0.654 -0.227 0.024 -0.093 
N 0.067 -0.045 -0.169 0.875 0.236 0.231 0.163 -0.126 0.147 
O 0.040 -0.025 -0.014 0.317 -0.801 -0.478 -0.057 0.051 0.078 

 

Discussion 

The aim of running these different models on this data was to compare the different approaches 

of unsupervised statistical classification with regards to this dataset so that the properties of the 

different methods could be understood. The results of the unsupervised classification methods were all 

varied and did not appear to come to any consensus on the number of clusters or the properties of the 

proposed clusters. Given the results obtained, there are some conclusions that can be cautiously drawn 

about the data and therefore the methods that may be most useful in its analysis.  
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GMM found no clustering, k-means found 2 clusters, DBSCAN found 3 clusters, fuzzy clustering 

found 4 clusters, k-medoids and hierarchical clustering found 7 clusters, and PCA found that there were 

9 principal components within the data. Many of the methods found clusters that contained individuals 

of only one race. K-means, k-medoids, and DBSCAN had clusters of this kind. Hierarchical clustering 

showed similar results, though the breakdown of the clusters had most of the smaller minorities (Asian, 

Native American, and the “other” category) in a single cluster, and more clusters specifically within the 

White individuals. Fuzzy clustering deviated from this trend as the clusters found appeared to vary most 

by age as it broke down its four clusters approximately by decade. PCA found some more complex 

results with each principal component having a different variable that was most strongly associated with 

each component.  

Though the cluster solutions varied by method, there were some profiles that did appear to 

emerge. A couple solutions found older White individuals with high perceived mental illness, younger 

Black individuals with relatively low threat levels, and younger Hispanic individuals with relatively high 

threat levels. There seemed to often be connections between age and mental illness, this makes sense 

with what is known about aging and the effects on cognition. It should be noted that for the most part, 

the methods tended to partition the data by race with age and mental illness often involved as well. 

There did appear to be some differences between the races along the other variables that could be 

further explored through more directed analyses.  

 For future comparison between these methods, more in-depth analyses could be run. For each 

of the unsupervised classification methods described here, it would be worthwhile to explore a variety 

of different techniques for determining the number of clusters present in the data. Using the elbow 

method and the gap statistic may not yield an optimal decision for every method. There are also a 

myriad of other methods that can be used for unsupervised classification, as the field continues to grow, 

future studies could look into these methods as they could be more targeted and efficient than the ones 
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used here. Analyses are also not limited to unsupervised classification, other methods such as latent 

class analysis may shed more light on the structure of the data. There are also other dimensionality 

reduction methods other than PCA within exploratory factor analysis that may also be worthwhile to 

explore.  

 Given the data and the analyses explored, no concrete conclusions can be drawn on the 

presence of meaningful profiles within individuals who are fatally shot, though evidence of clustering 

was present. The results pointed to race, age, threat level, and mental illness dissimilarity by the 

features selected, and further examination of the data with the sole purpose of examining these 

differences would be of interest. Other features of fatal police shootings were accessible in the 

database, though not analyzed here, they could be examined as well, as they could provide more 

context and may improve the models compared here. This comparison of these methods and continuing 

exploration into the various forms of unsupervised classification can improve understanding of the 

models and their application.  
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