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Abstract 

In order to fulfill the desires of my team’s clients for the CS498 capstone project, I needed to 

design a software that could look at an image of a financial statement and create a list of the 

assets shown. This functionality was well-suited to a style of software project called a library. 

This library was created to provide a simple set of commands that summarize a far more 

complicated process of interacting with Amazon Web Service Textract machine-learning 

character recognition software. In addition, the library provides a useful set of tools for 

interacting with the dataset after AWS Textract has performed its analysis. Included with the 

library is a simple web application server that mimics the same use-case as the capstone project, 

providing an example of how to implement the library effectively. 

 

 

Acknowledgements 

I would like to thank Dr. Huseyin Ergin for guiding me through the creation of this project and 

for imparting such valuable information by facilitating both informative lectures and challenging 

real-world experiences. 

 

I would like to thank Matthew Garrett, Trey Gourley, Philip Yu, and the rest of Accutech 

Systems for being project clients who pushed our team to achieve something that would not 

come easy. Thank you also for being supportive and providing such great feedback and 

resources. 

 

I would like to thank my capstone project partners: John Perales, Thomas Ferrigan, and Jacob 

Knoll. We faced many unforeseen circumstances but persevered. I greatly appreciate your trust 

in allowing me to take such a critical feature under my wing as my thesis project and for being 

there to bounce ideas back and forth. 

  



 
 

1 
 

 

Process Analysis Statement 

 This work is a critical component of a capstone project in the Computer Science 

undergraduate curriculum. The capstone project was performed in conjunction with a team of 

three other Computer Science students over the course of two semesters. This team was a part of 

Dr. Huseyin Ergin’s CS 495/498 class for the Fall 2019 & Spring 2020 semesters. Dr. Ergin 

connected us with three representatives from Muncie/Yorktown-based Financial Technology 

Software company Accutech Systems who participated as our clients over the course of the 

project. Our clients had an idea for a service they wished to offer to their customers and a loose 

plan of how a software system could help to accomplish that goal. 

 We met our clients for the first time in late October 2019 to gather some specific 

information about what they had in mind. Our team prepared a list of key points that we felt 

needed to be addressed to be confident in our requirements. To deliver software that effectively 

met our clients’ expectations and needs, we needed to have clear objectives. We first had them 

explain the niche that our software would fill. We asked questions about how it would be used, 

who the user audience would be, and how much training the users would have access to prior to 

using it. These factors heavily influence design goals in balancing power with ease-of-use. Once 

these were established, we asked them to walk us through the user flow of a typical interaction 

with the software they were imagining. As they worked through this, we noted critical features, 

components we would need, and special use-cases that might arise that would have to be 

accounted for. 

 To create this software efficiently, it was important that we used the best tools available 

to us. To create something that would be highly valuable to our clients, it was also important that 

we use tools that would fit seamlessly into their existing technological ecosystem. We 

investigated our clients’ current tech stack, a set of frameworks and languages used together to 

provide a service. Fortunately, their tech stack was ideal for our goals and very popular in the 

software industry. We were able to utilize nearly the same stack they were using which would 

make integration into their ecosystem incredibly easy. 
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 One of the most critical features of the project was getting information from a paper 

investment portfolio off the page and into a format that the computer could understand and 

interact with. Currently, the best solution for this task is to use an optical character reader (OCR). 

An OCR recognizes text characters from an image and converts them into digital letters. The first 

exploration into this task used Google’s open-source OCR named Tesseract. Tesseract was 

advantageous due to its long development history. It is highly accurate and has a very wide 

assortment of compatible computer languages with plenty of documentation. Despite this, we 

very quickly ran into a very serious drawback. 

 Tesseract extracted every single word from a page with high efficiency, but that was the 

extent of it. What we would receive back from the program was a huge block of text, stripped of 

most of its formatting. This method would work great for converting a page of a book, for 

example, but we needed it to extract out a very specific set of information. This information 

could come from anywhere on the page as the system had to handle portfolio documents from 

any number of investment companies who all have proprietary formats. To solve this, we had to 

look for an OCR with more powerful capabilities. 

 Soon after, I found Amazon Web Service Textract. A recently released OCR service that 

used machine-learning to identify critical points on a page, such as addresses or phone numbers, 

and could identify more complex formatting like a data table. This was exactly what we needed 

to be able to find the assets and extract them from a statement. The problem was that AWS 

Textract, being a new release, had a very limited support base. It only had support for Python and 

Java programming languages, and we were coding in C#. Far too late in development to switch 

languages and start over, I took on the challenge of creating a way for our code to interact with 

the AWS Textract system. 

  At the time of development, AWS was in the process of developing an official Textract 

C# library, which is a set of tools and functions. This library was in the preview-only phase so 

while we did not have access to these services in C#, our client would eventually be able to adopt 

it into the software. I settled on the idea to create my own C# library that could interact with 

Textract services. The library would need to be able to request a document analysis, receive the 

information in JSON form, parse that JSON data into useable objects, and perform an array of 

actions on those objects. A library abstracts out the need for complicated code by creating a 
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simplified entry-point for complex tasks. Thus, the library had to be easy to understand and 

follow a clear path for implementation in any project.  

 The largest hurdle to overcome was the lack of support for C# from AWS Textract. There 

was no simple point of communication without incorporating another language. The drawback of 

this is that it is another running server program on the host machine. This means the host 

machine will be using more CPU processing which means a bigger usage bill for users who run 

their servers on cloud hosting, like our clients. To combat this, I needed to make the second 

server as lightweight as possible. Python was the clearly superior choice over Java for these 

needs. 

 Thanks to good Python support by AWS Textract, creating a python program that 

initialized a Textract analysis and received the results was simple. The challenge came once I 

began trying to establish communication lines between that python program and my C# library. 

My research into mixing Python and C# led me to a tool called IronPython. It allowed for python 

code to be loaded and run within a C# environment. Results from the Python code would be 

written to a part of memory called “StdOut” and then the C# application would pull that 

information into its memory.  I was able to establish a simple dummy program that would read 

and write info between C#, but the IronPython module had limitations with including external 

Python libraries. Python relies on the boto3 external library to communicate with AWS, so this 

approach was unlikely to be successful. 

 While it used a little more processing power than only running the functions when 

necessary, the new plan was to create a Python webserver that would field requests from the C# 

server, send them to Textract, and then bounce the analysis response back to the C#. This 

approach would use tools and methods that I had already become familiar with in the 

development of previous features. The existing functions only had to be wrapped up in an 

always-listening server that would wait for an incoming request and pass info back and forth. 

This middleman program became the biggest key to the library’s functionality. 

 The remainder of the library followed straightforward C# design principles, drawing 

heavily upon concepts I had been using throughout the entirety of the capstone project. The 

library was structured into two main parts, Upload and Analyze. I decided to incorporate tools to 

upload a file to AWS S3 in my library, even though they are mainly a wrapper for the official 
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tools. I felt it made sense to include upload features for clarity of use. Textract cannot run an 

analysis before a file is uploaded to S3 and so I wanted my design to reflect that. 

 The Analysis section is far more expansive. It includes an array of custom classes 

designed for easy conversion from the Textract JSON response to objects that can be more 

readily used in a C# implementation. As Textract’s biggest value to our project was its ability to 

pick out tables, I created a suite of functions called TableToolbox to capitalize on this feature. 

TableToolbox simplifies the process of sorting through the text and cells contained in a table. As 

I wrote the implementation in our capstone project, I was constantly looking for actions that were 

tedious but applicable to many use-cases. These functions would get pulled out of the capstone 

project and inserted into the library where it most made sense. This meant that future 

implementations would have a simple entry-point to access these actions without having to give 

too much thought to the logic. 
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Project Link 

https://github.com/RylandB/PDFIdentifyWebApp 

  

https://github.com/RylandB/PDFIdentifyWebApp


 
 

6 
 

 

 

Informational Sources 

“Amazon Web Service.” AWS Documentation, Amazon, docs.aws.amazon.com/index.html. 

“C# Docs - Get Started, Tutorials, Reference.” C# Docs - Get Started, Tutorials, Reference. | 

Microsoft Docs, docs.microsoft.com/en-us/dotnet/csharp/. 

“IronPython.” IronPython.net / Documentation, ironpython.net/documentation/. 

“Technical Documentation.” Tessdoc, tesseract-ocr.github.io/tessdoc/Documentation.html. 

“Python.org.” Our Documentation | Python.org, www.python.org/doc/. 

 


