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Machine learning is a type of data analysis that creates prediction models by learning 

from a portion of the data set. These algorithms can be used in many disciplines to answer 

complex questions and hypotheses. There are many available algorithms, each with their own 

strengths and weaknesses. Much research has been compiled on each algorithm individually to 

show where they excel and provide context into many use cases. The purpose of this research 

project is to document a comparison of BART, Random Forest, and GBM; A few top machine 

learning algorithms on their ability to predict nonnormal continuous outcome variables. The 

results of this study could help determine which prediction models preform the most efficiently 

and accurately when building predictive models for nonnormal continuous outcome variables. 
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A Comparison of Machine Learning Algorithms in Predicting Nonnormal Continuous Outcome 

Variables 

Machine Learning 

In a world full of technological advancements, governments, businesses, scientists, and 

researchers can accumulate extensive amounts of data.  The accumulation of data leads to high 

dimensional, large data sets. These data sets contain large samples with many characteristics. 

While massive amounts of accessible high dimensional data is by no means a bad thing, it has 

become increasingly difficult to extract pertinent and useful information from these data sets 

(Agarwal, 2013).  This problem has led to the increased use and development of a process that 

goes by many names, such as data mining, predictive modeling, knowledge discovery, or 

machine learning.  Machine learning is the process of locating patterns and relationships in large 

data sets to predict future outcomes (Jothi et al., 2015).  It can provide extensive insight into 

useful outcome predictors and highlight unique relationships that exist among variables (King & 

Resick, 2014).  This tool is applied in many different research disciplines and to a wide range of 

data sets collected from all over the world.  Areas of research that use machine learning include, 

but are not limited to education, genetics, and business (Mohamad & Tasir, 2013).  

Machine learning is taking off due to its’ ability to address many existing problems and 

questions throughout all different disciplines.  For example, in business alone, machine learning 

can be used to improve supply chain operations, interpret buying behaviors of customers, predict 

employee performance, and detect fraud. The ability to effectively use and interpret these 

prediction models is crucial in today’s world.  The real question, however, is knowing which 

models work best for the specific data. Each model functions differently and provides varying 

levels of information.  To fully benefit from the potential of machine learning, one must 
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understand which algorithm to run under each situation. The goal of the study at hand, is to 

determine which machine learning algorithm can best handle continuous outcome variables with 

a nonnormal distribution. 

Descriptive versus Predictive Machine Learning 

Machine learning takes on one of two forms, predictive or descriptive.  Descriptive 

machine learning attempts to highlight interesting trends in data and to summarize different 

qualities of a data set (Han & Kamber, 2001).  Descriptive machine learning describes trends in 

existing data so analysts can draw meaningful conclusions and determine how these findings 

may impact the future.  This form of machine learning focuses on the data as a whole, rather than 

specific variables.  Predictive machine learning reveals patterns and relationships that exist in the 

data and allow for the development of predictive models (Malik & Abdallah, 2016).  Predictive 

machine learning focuses specific outcomes or target variables (Leventhal, 2010).  This process 

allows analysts to predict with more certainty events that may happen in the future. This thesis 

focuses on attempting to determine which predictive machine learning algorithm produces the 

best predictive models for continuous nonnormal outcome variables. Descriptive and predictive 

machine learning each provide beneficial information, but how do they accomplish this task? 

The brief answer is that they use data sets to learn.  

Unsupervised Learning vs Supervised Learning 

 There are two ways algorithms can use data to learn, the first being unsupervised 

learning. This type of learning uses a model to discover patterns and trends in data without any 

predetermined guidance.  This means data tends to be unorganized and the model is not provided 

with information about the data.  The main objective of unsupervised learning is to find patterns 

or clusters within a data set.  Clustering provides information that allows for grouping and 
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separating data into clusters (Patel et al., 2014).  This allows the data to be organized into 

smaller, more interpretable sets (Aouf et al., 2008).  Essentially, unsupervised learning provides 

researchers with the information necessary to use supervised learning (Kutz, 2016).  However, a 

disadvantage is that the algorithm has no context surrounding the data, and as a result could 

incorrectly cluster it. Overall, unsupervised learning provides researchers with the tools to 

discover information about their data that can lead to more advanced discoveries. 

 Supervised learning differs from unsupervised learning because it works under the 

impression that the researcher knows information about the data.  Therefore, the data has context 

and can be trained to predict future data (McLean, 2018). One objective of supervised learning is 

to be able to classify data and use the results to predict qualitative outcome variables (Hastie et 

al., 2009).  The second is to find a regression curve that explains the data, this curve is then used 

to predict quantitative outcome variables (Hastie et al., 2009).  Supervised learning is effective 

because it has additional information provided by the researcher, however, the downside to this 

type of learning is that training the model can be time consuming. The methods used in this 

thesis are supervised learning algorithms. 

Variable importance 

Machine learning also can provide information on variable importance. Each algorithm 

has its’ own strengths and presents variable importance in different ways. Since many algorithms 

produce decision trees, we can visually determine which variables are important to making 

homogenous terminal nodes. Variables that appear on the tree are more important in predicting 

group membership than variables the algorithm did not add to the tree. These paths created by 

the trees allow for prediction of group membership for new data.  Other algorithms can be used 

to rank variables based on their prediction strength (Biau, 2012).  More important variables will 
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produce larger numbers than less important variables (Zhu et al., 2015). These numbers represent 

how much a variable decreases error in the model or increases purity in a node. Using these 

numbers, researchers can determine the importance of variables relative to each other.  Another 

importance measure that can be identified are multivariate interaction effects with other variables 

(Strobl et al., 2007). By identifying interactions between variables researchers can more 

accurately describe and predict events. These measures add another level of granularity to 

models that lead to better interpretability and application.  

Overfitting 

 One significant problem that can occur and impact prediction models is overfitting.  This 

is the tendency of machine learning algorithms to create models that fit the training set too well, 

and as a result, reduces the accuracy of the overall model once applied to new data (Berk, 2006).  

Overfitting occurs when the algorithms learn from random variation that is unique to the training 

data (Granhol et al., 2012).  This is undesirable because it does not represent accurate trends or 

relationships in data and does not produce generalizable outcomes. Inaccurate outcomes that may 

appear when overfitting occurs are classification errors that may be too small and a model fit 

statistic that may be too high (Berk, 2006).  

Overfitting tends to occur in nonparametric machine learning algorithms. Due to the lack 

of assumptions, unique trends and instances are factored in more frequently. That will cause the 

model to fit the noise in the data, instead of highlighting the general predictive rules (Dietterich, 

1995). This can lead to both overconfidence and underperformance in the prediction model (Igel, 

2013). Due to the commonality and results of overfitting, it is important to know how to reduce 

the likelihood of this problem occurring.  

Solutions to Overfitting 
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There are a few solutions to the problem of overfitting. One solution that can prevent 

overfitting is pruning the tree. Pruning a tree means reducing the number of nodes produced. 

This can be done in two ways. First by limiting the size of the tree produced by the model 

(Finch, 2018). This reduces the chances of nodes being created that are not generalizable to other 

samples.  The second way a tree can be pruned is by running a Chi-square test to see if a specific 

split is significantly reducing homogeneity (Finch, 2018).   

A common method used to reduce overfitting and ensure more accurate results is to hold 

out a set of the data. This results in splitting your data set up into a ‘test’ and ‘train’ set. The train 

set is the portion of the data on which the model is trained, and the test set is used to determine 

model performance on new data (Nguyen et al., 2015). The result is the generation of model fit 

statistics which allow for evaluation of overall model performance.  

Another way overfitting can be addressed in through cross validation. This is like using a 

hold-out method but is more commonly used when data sets are not large enough to be split into 

multiple sets. Cross validation works by creating multiple models off randomly selected subset 

of data.  

Variable Distribution 

 Variable distribution is a term used to describe and interpret data.  Each variable in a data 

set has a distribution which is described as the frequency of each level of the variable.  It is 

possible that any variable in a data set can occur at any frequency.  There are many types of 

distributions, some more common than others.  For example, for continuous variables, normal 

distributions commonly represent random variables in social sciences and natural settings. 

Distribution is important because it plays a role in determining what tests can be used to analyze 

the data. Many inferential statistics are parametric, meaning they assume normal distribution of 
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variables. For the tests to produce accurate results and be interpretable, it is necessary for the 

variables to be normally distributed. Therefore, if random samples were taken from a population, 

the variable of interest would tend to have a bell-shaped curve, with skewness and kurtosis 

falling within a range of -1 to +1, ideally zero (Mordkoff, 2016). In the real world, finding data 

that meets all the criteria of normality can be challenging. Therefore, there must be a solution to 

this problem. When data violates the assumptions of parametric analyses, researchers turn to 

non-parametric analyses.  

Non-parametric Statistical Analysis 

 Many machine learning algorithms are considered non-parametric. This refers to analyses 

in which the data does not need to be normally distributed. Overall, these make fewer 

assumptions and have a larger range of application. Non-parametric analyses also tend to be 

more robust. Meaning that they produce strong results regardless of the distribution of the data.  

This is an extremely valuable characteristic. Specifically, this is important regarding a sample 

drawn from a population. In certain situations, due to time or funding constraints it may be hard 

to find a random sample or one large enough for the specific question at hand. Non-parametric 

analyses allow researchers to obtain accurate results in situations where the sample is not 

normally distributed.  

 Machine learning contains algorithms that are both parametric and non-parametric.  Non-

parametric algorithms are used in cases where there is a large amount of data and minimal prior 

knowledge (Park et al., 2016). Some examples of non-parametric machine learning algorithms 

are bayesian additive regression trees, random forests, and gradient boosting. These are the 

algorithms that this thesis will focus on.  
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Non-parametric machine learning algorithms are valuable because they are flexible and 

can fit many functional forms (Park et al., 2016). They also have a large amount of power 

because they do not make assumptions about the function or data, and typically result in 

prediction models with higher performance. However, they are more likely to over fit the data 

and create less generalizable models. Also, to create an effective prediction model these 

algorithms require more data which can be difficult to acquire. The need for large amounts of 

data also increases the computation time.  

Classification and Regression Trees 

Classification and regression trees was proposed in 1984 by Leo Breiman, Jerome 

Friedman, Richard Olshen, and Charles Stone.  This machine learning algorithm, also known as 

CART, is a recursive partitioning model (rpm). CART is a foundational model that other rpms 

have built off (Berk, 2006). Rpms create decision trees through iterative division based on the 

independent variables, otherwise known as the predictive variables. A decision tree is diagram 

used to visualize possible outcomes based on choices determined by the algorithm. The division 

that occurs at each node creates a tree like structure that ends when a terminal node is created.  

Terminal nodes occur when division no longer contributes value to the prediction. CART creates 

the regression tree by searching for a predictor which will create two nodes with the greatest 

homogeneity. The algorithm does this by looking at all the variables and the best splits regarding 

homogeneity. It will then select the variable split that leads to the most homogenous nodes. This 

process is repeated until homogeneity can no longer be increased or when the model has reached 

the predetermined stopping point. The model performance is judged by the sum of the node 

deviances, where smaller values indicate higher homogenous nodes. According to Hastie et al., 

(2000), the CART model can be mathematically notated as follows: 
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CART is an advantageous algorithm because it does not make any assumptions about the 

outcome variable and the variables are not limited by type or distribution. This means that CART 

can handle continuous or categorical variables and variables that are normally or nonnormally 

distributed. Therefore, CART can be used for many different research applications. CART also 

does not limit the amount of predictor variables and automatically detects interactions between 

the variables. Though there are many advantages to CART, there are some disadvantages as 

well. CART may develop very large sample specific trees that tend to lead to overfitting issues 

(Finch, 2018). Overfitting can lead to prediction models that do not generalize well to new data 

and lead to inaccurate predictions. This is a problem that many algorithms suffer from. Though 

CART suffers from overfitting it is an algorithm that is used throughout the machine learning 

community and has led to the development of new techniques. CART also provides a foundation 

for many machine learning algorithms.  

Random Forest 

Random forest (RF) is a highly regarded algorithm in the machine learning community. 

This technique is built off classification and regression trees. It is an algorithm that uses 

uncorrelated tree generations to calculate the most likely classification tree. Breiman (2001) 

defines it as follows:  

“A random forest is a classifier consisting of a collection of tree-structured classifiers 

{h(x, Θk ), k = 1,…} where the {Θk} are independent identically distributed random 

vectors and each tree casts a unit vote for the most popular class at input x.”   
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At its core, RF is a nonparametric regression estimation used to predict the square integral 

random response by estimating the regression function (Biau & Scornet, 2016).  It is a popularly 

used algorithm due to its ability to classify nonlinear data efficiently, especially high dimensional 

data (Paul et al., 2018).  It can also be applied to many prediction problems while having 

relatively few parameters (Scornet et al., 2015).  RF does this by making no distributional 

assumptions about predictor variables or outcome variable (Cutler et al., 2007) 

Prediction models are generated by averaging the outcomes of the prediction trees 

together using bootstrapped trees. Bootstrapping randomly selects a sample with replacement of 

the training set from the data. It completes this process for the desired number of trees.  For each 

observation, it will predict the outcome based on the mean prediction of the total trees (Breiman, 

2001).  To create a prediction model with minimal variance, the program attempts to create trees 

that are uncorrelated to each other.  This happens through randomly selecting variables and 

determining the significant splits in only those variables for that specific tree. It then repeats this 

process with a random selection of variables repeatedly, this is called randomized node 

optimization.  This random selection of variables reduces correlation between trees and as a 

result, reduces variance (Hastie, 2014). Therefore, RF can reduce variance and create a final 

prediction model that performs well.  

RF also is preferred over relatively similar models because it can provide interpretable 

information about the variables. One study found that RF compared similarly to other models but 

was more valuable because it was able to provide a mean decrease in accuracy statistic that 

allowed for variable comparison and interpretation (Immitzer et al., 2012). A second variable 

importance measure this algorithm provides is called mean decrease in node purity (Finch, 

2018). This measure allows an individual to interpret how much the model would decrease in 
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accuracy if a variable was removed. The larger the decrease, the more significant role a variable 

plays in the model. These specific attributes allow for more extensive interpretation and in return 

make this algorithm more useful.  

A downside to RF, is the computational burden.  It typical requires the production of 

many trees to produce optimal performance (Paul et al., 2018).  Another area that RF lacks, is 

its’ ability to accurately determine variable importance in studies that use categorical and 

continuous variables in combination or when categorical variables are used that vary in the 

number of categories (Strobl et al., 2007). These examples identify scenarios where RF may not 

be the most applicable option. However, RF is widely used and highly regarded as a machine 

learning algorithm. 

Prior Research on Random Forest 

 Random forest(RF) has shown to be very efficient and powerful in many applications 

(Genuer et al., 2010). Due to its ability to be widely applied in many disciplines, it has gained 

popularity (Scornet et al., 2015). One ecological study that implemented RF found value in its’ 

ability to produce measures of similarity among data points (Cutler et al., 2007). Another study 

focused on the field of astronomy noted that RF yields estimates that compare favorably to other 

methods (Carliles et al., 2010).  Strobl, Malley, and Tutz state that RF has become a very popular 

algorithm in genetics and applications in psychology (2009). These brief examples show just a 

few of the areas where RF has been applied and been successful.  

 Though RF is traditionally used as a supervised learning algorithm, it can also be used for 

unsupervised learning (Shi & Horvath, 2006). The predictors developed RF lead to dissimilarity 

measures. The concept is that RF can build a predictor that differentiates between the original 

unlabeled data and synthetic data based off a reference distribution (Breiman, 2001).  The pros to 
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this process are that it handles mixed variables well. RF also seems to be competitive because it 

is robust and does not suffer from overfitting problems as others do (Hastie, 2009). Also, the 

ability to be used for supervised and unsupervised learning makes this algorithm useful to many 

researchers across disciplines.  

 RF is nonparametric and can handle outcome variables with varying distributions. Many 

studies have shown that when the distribution of the data is normal, RF performs comparably to 

parametric models (Immitzer et al., 2012). Other studies have shown that RF can produce 

reliable results with skewed distributions (Carliles, et al., 2010). One study focused on tumor 

classification stated that RF is attractive for immunohistochemistry because it handles highly 

skewed data well (Shi et al., 2005). Shi & Horvath (2006) found that random forest could handle 

data with random uniform distributions. The ability for RF to handle nonnormal data is expected 

given its’ nonparametric nature, but its’ ability to handle normally distributed data as well makes 

it useful in countless situations.  

 From the research identified above, one can see how RF is a competitive and useful 

algorithm. It is robust, reduces the problem of overfitting, and provides variable importance 

measures that allow for more in-depth interpretation. Studies have also shown that RF handles 

data with nonnormal distributions well, and therefore, makes this algorithm an excellent 

candidate for this study focusing on the prediction of nonnormal continuous outcome variables.  

Gradient Tree Boosting 

 Gradient Tree Boosting is a machine learning algorithm that differs significantly from 

RF. RF relies on averaging models to create the overall best prediction, whereas gradient tree 

boosting adds each new model to the previous model sequentially (Natekin & Knoll, 2013). This 

means that many weak trees with errors are modified to form a stronger, more accurate 
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prediction tree (Ihler, 2012). Boosting converts weak, simple learners sequentially into more 

complex predictors. This algorithm is unique in the sense that it learns from previous errors, 

rather than just creating an average of prediction trees (Hastie, 2014). The algorithm works off 

the concept that finding many simple rules can effectively predict better than one complex rule 

(Schapire, 2001). Gradient tree boosting assigns weights to samples based on the difficultly of 

being predicted accurately. The goal of this process is to reduce the loss function (Schapire, 

2001). Samples that are predicted correctly are assigned smaller weights, whereas samples that 

are predicted incorrectly are assigned larger weights (Zhang et al., 2019). This forces the 

algorithm to focus on the hardest examples to create the best prediction model (Schapire, 2001). 

According to Hastie et al., (2000), the gradient boosting algorithm works as follows: 

 

An upside to gradient boosting is that the model is very customizable to specific 

conditions (Natekin & Knoll, 2013). It has also been established that in predictive tasks, gradient 

boosting models have shown to provide higher accuracy results, compared additive modeling 

and reduced the issue of overfitting the data (Hastie & Tibshirani, 2014). Gradient tree boosting 
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is highly regarded as one of the top prediction algorithms, its performance being very 

comparable to RF (Biau et al., 2019). One downside to boosting is that the model can be 

relatively hard to interpret. If the goal is interpretation and meaningful conclusions, this model 

does not provide the best information. However, when the goal is high prediction accuracy, 

boosting is an excellent option (Hastie et al., 2000). The gradient tree boosting algorithm has 

established itself in the machine learning community as a competitive algorithm. 

Prior Research on Gradient Tree Boosting 

 Gradient tree boosting, like every model considered in this study is a highly competitive 

model. This algorithm is considered an “off the shelf” tool. It has attractive properties such as 

being robust, eliminating the need for variable transformations, and minimizing sensitivity to 

nonnormal distributions (Friedman, 2001). Research has also shown that this algorithm creates a 

flexible model allowing for interactions to occur in any desired order (Sexton & Laake, 2007). 

Another positive attribute of gradient tree boosting is its ability to handle nonlinear data and 

outliers (Elith et al., 2008). These characteristics come together to show the positive aspects of 

using gradient tree boosting for machine learning problems.  

One area that this specific algorithm outperforms many comparable alternatives is its 

resistance to overfitting. Wang (2013) confirmed the previous statement writing, “The boosting 

algorithm is one of the most successful binary classification techniques due to its relative 

immunity to overfitting and flexible implementation.” Overfitting data is a large concern in 

machine learning which makes boosting a good alternative option to other methods that suffer 

from overfitting problems. Buhlmann and Yu (2000) suggested, comparatively, boosting is 

superior to other nonparametric models regarding overfitting.  This resistance to overfitting 

yields more generalizable models that handle future data better.  
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 There is literature focusing on differing problems that have compared multiple models 

and found that gradient tree boosting was superior. A study focusing on cardiovascular risk 

found that gradient tree boosting performed better than its parametric counterparts and random 

forest (Kennedy et al., 2013). A second study completed in the medical field also found this 

algorithm outperformed single tree models and linear logistic regression (LeBlanc & 

Kooperberg, 2010). Finally, another study showed that gradient boosting outperformed models 

such as traditional discriminant analysis and neural networks (Lemmens & Croux, 2006). From 

these comparative studies, it can be seen how competitive gradient boosting is in relation to other 

models across many research problems.  

 Gradient tree boosting is also an attractive algorithm because it performs well across 

many disciplines. One study used gradient tree boosting to predict the probability of successful 

patient treatment (LeBlanc & Kooperberg, 2010).  This algorithm was useful to the researchers 

because it could easily handle the large amount and variety of data they had. Boosting can also 

be applied in business applications. One study compared boosting and bagging on their ability to 

predict churn, which characterizes whether a customer will take their business from one 

company to another (Lemmens & Croux, 2006). A final study used gradient tree boosting for 

ecological modeling and prediction. The researchers stated that this algorithm works well for 

ecological analysis because it is an excellent predictor and can illustrate relationships between 

the predictors and the response (De’ath, 2007). These varying examples of application show how 

flexible and diverse gradient tree boosting can be. 

 From previous published literature, we can see that gradient boosting is an algorithm that 

possess many intriguing qualities. One positive quality of boosting is its resistance to overfitting, 

this allows for the production of a final model that can be generalized to future data. Boosting 
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also tends to outperform parametric algorithms and performs comparably to other nonparametric 

algorithms. Finally, boosting can be applied across many fields of discipline. These qualities 

make gradient tree boosting a desirable algorithm across the board.   

Bayesian Additive Regression Trees 

Bayesian additive regression trees, also known as BART, was first proposed in 2010 

(Chipman, et al.).  Yu, Li, Fang, and Peng describe the model as follows:  

“Technically, BART can be expressed as 

yi = f(x) + 𝝐 

where f(x) = g(x; T1, M1) + g (x; T2, M2) + … + g(x; Tm, Mm) and  𝜖 ~ N(0, 2).” (2010). A prior 

and posterior likelihood calculation are imposed on the model to produce results. The researchers 

proposed that using a sum-of-trees model with multivariate components would incorporate 

interaction effects more naturally than generalized additive models. Sum-of-trees models create 

multiple, single prediction trees, and combine them to create one tree that is most likely to be the 

outcome. The trees are composed of multiple variables or nodes that are found to be relevant to 

predicting the outcome variable. At each node, a split occurs. These splits continue until the 

model determines that splitting the group would not significantly lower deviance in the terminal 

node or a predetermined stop point has occurred (King & Resick, 2014). The researchers 

proposed that this model would incorporate additive effects with more ease.   

The researchers describe BART as, “a Bayesian nonparametric approach.” (Chipman et 

al., 2010, p. 3). Nonparametric models do not impose any parameters on variables. This means 

that BART can handle variables with many different distributions and does not make 

assumptions about the structure of the data. This allows BART to create models that are accurate 

and interpretable without restricting the outcome variable based on normality. Therefore, BART 
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can be used to address many different questions in multiple disciplines.  Also, due to BART 

being a fully specified Bayesian model, it can provide estimates of model accuracy and 

predictive uncertainty. This makes it useful in comparison with other popular models that cannot 

provide a measure of accuracy.   

The BART approach expands upon a sum-of-trees model in two ways. The first 

component is fitting the model with a specific back-fitting, Markov Chain Monte-Carlo, 

otherwise known as MCMC (Chipman et al., 2008). This is a posterior calculation, that allows us 

to draw more accurate conclusions after observing the data (Etz & Vanderkerckhove, 2018). A 

posterior calculation can be conceptualized as a combination of a prior distribution or our beliefs 

about the distribution of the data before obtaining data and the likelihood distribution or what is 

observed about the data. MCMC is a method used to acquire information about distributions, 

specifically for posterior distributions regarding Bayesian techniques (van Ravenzwajj et al., 

2018). MCMC generates random selections of variables and calculates the posterior probability 

of the individual random selection. MCMC contains two individual components to determine 

posterior distributions. The Monte-Carlo component is the estimation of a distribution’s 

properties through the examination of random samples. The benefit of this is that the mean of the 

normal distribution can be calculated with more ease (Jackman, 2000). Secondly the Monte 

Carlo simulation allows for approximation of a parameter whether distribution is abnormal and 

cannot be calculated directly. The second component, Markov chain, is a sequential process that 

selects a sample based solely on the sample immediately preceding it. The Markov chain takes 

samples from the posterior distribution and determines how likely the sample is to explain the 

data in regards to the prior.  For a pair of values, it will determine which is a better parameter and 

add it to the existing chain.  
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The second way BART expands upon the sum-of-trees model entails including a prior 

that keeps the effect of individual trees small. A prior is the idea that we have an initial 

probability of our hypothesis being true (Etz & Vanderkerckhove, 2018). This allows for existing 

information to be factored into the analysis more efficiently (Austin at al., 2001). The algorithm 

incorporates a prior into the model in one of two ways. The first is by using the conservative 

default priors established by the original researchers and creators of BART. This is a simple, but 

effective way to generate good results using BART. The second option is for researchers to use 

preexisting knowledge and theory to determine reasonable priors for each individual analysis. 

This tends to produce slightly better results than using the default priors but requires additional 

research and computation. Both methods have been shown to produce accurate results that are 

competitive with other prediction algorithms.  

The two modifications included in BART help to reduce overfitting in the final prediction 

model. Meaning this algorithm can produce accurate prediction models that are generalizable to 

future data. As a result, the model is better at predicting group membership for multiple samples 

versus just being very good at predicting group membership for the sample the tree was 

generated from. 

 

 

Prior Research on BART 

BART was first introduced in a predictive comparison study by Chipman, George, and 

McCulloch (2010). In this study, the researchers compared BART to lasso, gradient boosting, 

neural nets, and random forest on 42 different data sets. The researchers used relative RMSE 

values to compare performance. Relative RMSE is the RMSE divided by the lowest RMSE value 
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obtained by any method (Chipman et al., 2010). researchers used the default settings for BART 

as well as tuning the parameters for improved performance. They found that overall, BART 

outperformed its’ competitors. The tuned version of BART performed the best with the default 

BART competing very closely for second with random forest. The researchers noted that with 

how closely the default settings of BART preformed in comparison to other models, it is the 

better option because there is no parameter specification involved (Chipman et al., 2010). This 

study included the algorithms considered here but did not focus on variable distribution in the 

data set analyzed.  

Green and Kern (2012) conducted a study modeling heterogeneous treatment effects and 

found that BART, in comparison to other algorithms produced very similar results, but required 

less experience with the algorithm to produce those results. This study, along with another by Yu 

et al. (2010) has shown that BART requires little to no parameter tuning, whereas other 

algorithms do. This makes BART a highly attractive model to researchers who are less familiar 

with more complex machine learning algorithms and do not have to experience to correctly 

utilize more advance techniques.   

Studies have also shown that BART tends to perform better with linear data than the 

available parametric models. The authors suggested that even in situations where parametric 

regression models could be used, BART is more applicable because it is able to discover patterns 

and features in the high dimensional data that parametric regression models could not (Green & 

Kern, 2012, Yu et al., 2010). A study on variable selection found that BART performed better 

than stepwise regression and lasso regression with predicting linear data. The researchers stated 

that this was an interesting result because the competing models assume linearity and BART 

does not (Bleich et al., 2014). The ability of BART to work with different types of data and 
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deliver competitive results shows how this model can be widely applied across many disciplines 

and to many types of problems. 

BART is widely applicable to many fields of discipline. Blattenberger and Fowles 

conducted a study where BART was used to forecast avalanche danger on two-lane road that is 

the only travel option from Salt Lake City to two major ski resorts (2017). The researchers found 

that using BART to predict a potential avalanche was more accurate than any other models and 

outperformed the guard station decision (Blattenberger & Fowles, 2017). BART has also been 

used to predict left ventricle mass from ECG and patient characteristics (Sparapani et al., 2019). 

These researchers found that overall, BART-LVH had superior diagnostic performance to the 

traditional ECG-LVH. A third study compared different algorithms in analyzing credit scoring 

data (Brito Filho & Artes, 2018). These studies show just a few examples of how BART can be 

applied in many different disciplines as mentioned above. Not only can BART be applied to 

these disciplines, but it consistently produces comparable or superior results to other methods.  

BART has also gained attention in many different fields of discipline due to its’ ability to 

handle missing data (Sparapani et al., 2018). This is especially valuable in the medical field 

where clinical data can contain significant amounts of missing data.  Kapelner and Bleich 

conducted research that focused solely on prediction with missing data using BART (2014). 

They found that BART can handle missing data well because it incorporates the missing data 

into its’ splitting rules. It was also noted that for the simulations completed in support of this 

research that BART’s performance was superior to the other prediction models (Kapelner et al., 

2014). This eliminates the need to omit cases with missing data.   

There are many useful aspects of BART, but research has also helped to identify areas in 

which BART does not perform as well as other prediction algorithms. One limitation of this 
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model is its’ ability to run in a reasonable amount of time with many observations. It is even 

unlikely that the model will run at all with observations over 50,000 to 100,000 (Hernandez et 

al., 2018). Another study focused on modeling competing risks data, noted that as the sample 

size increased, BART experienced an increase in computation time (Sparapani et al, 2018).  An 

example of research conducted to improve efficiency is BART-BMA, which uses an algorithm 

that is more efficient for large data sets. BART-BMA involves Bayesian Model Averaging in 

combination with a greedy search algorithm (Hernandez et al., 2018). In other words, BART-

BMA can be viewed as linking aspects of random forests and BART. Like BART, BART-BMA 

uses a sum-of-trees model and can provide measures of uncertainty. However, BART-BMA 

differs in the fact that it uses a greedy search for predictive splits and uses Bayesian Model 

Averaging as opposed to MCMC. The researchers found that this version of BART is a suitable 

alternative in situations where high dimensional data may cause inefficiency in BART.  

 Similarly, to BART-BMA another set of researchers developed XBART to address the 

issue of efficiency. XBART uses a stochastic hill climbing algorithm to increase the speed of 

computation while maintaining accuracy (He et al., 2019).  XBART uses a different tree-growing 

strategy than BART. Rather than adjusting the given tree, an entirely new tree is created. Each 

new tree is grown recursively and stochastically based on residual data (He et al., 2019). He, 

Yalov, and Hahn (2019) state, “The performance of the new XBART algorithm was excellent, 

showing superior speed and performance relative to all the considered alternatives on essentially 

every data generating processes.” (p. 7). This study proposes a modification to BART that can 

improve upon the efficiency of the BART model.  

Vast amounts of research has been completed on BART since its’ original publication in 

2010.  However, most of this research has been focused on comparing BART to other machine 
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learning algorithms to determine which produces better predictions. Much of the available 

research does not focus solely on the variable distribution due to BART handling linear and 

nonlinear data well. Overall, when comparing the prediction models produced by the machine 

learning algorithms listed above, BART tends to produce slightly better results than its’ 

competitors. Since most of this prior research has not focused on nonnormally distributed data, it 

would be beneficial to compare the methods listed above on predicting nonnormal continuous 

outcome variables. This research could add to the existing knowledge available on which 

prediction algorithms are best suited for different types of data.  

Model Selection Criteria 

The final piece to this puzzle is comparing the models to each other. This is done using 

model accuracy statistics. Each statistic relies on different mathematics and logic to quantify 

model accuracy. One of the most common statistics used for this is the Root Mean Square Error, 

otherwise known as the RMSE value (Tavallali et al., 2017). According to King and Resick, 

RMSE is a good measurement of accuracy and homogeneity of the nodes (2014).  The RMSE is 

a value that gives a measure of how far each data point is from the regression line. To calculate 

RMSE, the residuals are needed. Residuals are the difference between the actual and predicted 

values, �̂�ⅈ − 𝑦. Because the residuals can be positive or negative, they are squared. Then the 

going on to average the squared values and taking the square root, leaves you with the RMSE 

(Holmes, 2011). The final equation for the RMSE is as follows:  

RMSE = √
∑ (�̂�𝑖−𝑦)

2𝑛

𝑖=1

𝑛
 

This equation allows for the interpretation of how closely each statistical model came to 

predicting the outcome variable in comparison to the best fit line. The smaller the value of 
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RMSE, the less error there was in the prediction. This means that models with smaller RMSE 

have better predictive accuracy. One benefit to using RMSE is that it does not use absolute 

values, which is beneficial from a computational standpoint (Chai & Drextler, 2014). One 

consistent criticism that this accuracy statistic receives is that it varies in relation to magnitude of 

the errors. This means that if there are large errors or variance in the errors, RMSE can be harder 

to interpret (Kyriakidis, et al., 2015). This information, along with the use of RMSE in prior 

literature, provides reasonable support to use RMSE for interpreting the resulting models. 

However, Chia and Drexler make a compelling comparison of RSME to other model statistic and 

show the benefits of comparing a variety of statistics to select the strongest algorithm (2014). 

Therefore, it is important to consider multiple accuracy statistics when analyzing model 

performance.  

A second statistic that is commonly used to compare a model’s predictive ability is the 

mean absolute error (MAE). According to Botchkarev (2018), MAE and RMSE were 

consistently reported as two of the top three most used model accuracy statistics over the course 

of 25 years. This shows the MAE is not only competitive with RMSE but is a consistent a 

contender. Botchkarev’s research also shows the MAE has grown in popularity over the length 

of the study, often being used more frequently by researchers in the early 2000’s than RMSE 

(2018). A large benefit to using MAE is that it is easy to compute and understand (Hyndman, 

2006). However, there are also downsides to each accuracy statistic. In the case of MAE, one of 

the shortfalls is that the computation can be sensitive to errors (Kyriakidis, et al., 2015). MAE is 

calculated by taking the average of the absolute error | ŷ𝑖 − 𝑦𝑖 |, where ŷ𝑖 is the prediction and 𝑦𝑖. 

The result is finding the sum of the total error and dividing it by n (Willmott & Kenji, 2005). The 

equation for Mean Absolute Error is: 
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MAE = √
∑ |ŷ𝑖−𝑦𝑖|

𝑛

𝑖=1

𝑛
 

This equation allows for the interpretation of how closely each statistical model came to 

predicting the outcome variable in comparison to the best fit line.  The smaller the value of 

MAE, the less error there was in the prediction.  This means that models with smaller MAE have 

better predictive accuracy. MAE has become more widely used, not only because it tends to be 

easier to understand, but also because it is considered to represent the errors in the most natural 

way (Willmott & Kenji, 2005). In many cases there is a desire to identify one accuracy statistic 

as the “best”. This discussion though has often resulted in the outcome of using more and more 

statistics to judge performance versus just one (Botchkarev, 2018). Considering this, we will 

look at one additional statistic, R-squared. 

 R-squared is an interesting and often misused statistic. A R-squared value provides a 

relative approximation of model fit on the data but does not qualify fully as a measure of 

accuracy. The important thing to be aware of when interpreting R-squared is to know if the 

model is built accurately. The largest consideration here is overfitting, which would yield a high 

R-squared, but would result in prediction inaccuracy when presented with new data. In this 

situation the R-squared value would be biased. Therefore, we will use this statistic to help 

interpret the overall result but use it will caution to not overvalue its’ contribution.  

Model Selection 

Random forest, gradient tree boosting, and BART were selected as the comparison 

algorithms because they are known to produce accurate and competitive prediction models. 

Another reason for the selection of these models is that they are nonparametric and do not make 

assumptions about the variables, which will result in a better-quality model. Finally, these 

methods are all known to be easily tuned and able to build models in a reasonable timeframe.  
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Statement of the Hypothesis 

The literature reviewed suggested that overall, all the machine learning algorithms 

identified are competitive with creating models, tuning parameters, and predicting outcome 

variables. Each algorithm has their individual strengths and use-cases. Therefore, it is 

hypothesized that one model will notably out-perform other existing prediction models in 

predicting nonnormal continuous outcome variables.  
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Methods 

Design 

This study is designed as a quantitative descriptive research approach. Sets of data were 

selected and used to carry out statistical comparison of three machine learning techniques. The 

results of each statistical test will be interpreted to describe how each technique compares to the 

others in predicting a nonnormal continuous outcome variables. The accuracy measures used to 

compare performance will be MAE, RMSE, R-squared.  

Data Selection 

This thesis focuses on comparing the predictive abilities of competing machine learning 

algorithms; therefore, there is not a target sample population, rather specific criteria that each 

data set included must meet.  Each data set will contain at minimum, 8 variables and at 

maximum 32 variables. Data sets with less than 8 variables will not be used because an 

insufficient number of predictive variables can significantly impact the ability of BART to run 

efficiently(Chipman et al., 2010). Data sets with more than 32 variables will not be used due to 

the inability of Random Forests to be able to process data sets exceeding 32 categorical 

variables(Chipman et al., 2010). These data sets will include at minimum 300 observations to 

have enough data for cross validation. Data sets with less than 300 observations could cause 

issues with the algorithm’s overfitting the data.  Each data set chosen must not contain over 

1,000 observations. Data sets with over 1,000 observations are not able to efficiently be run by 

the publicly available BART R packages and could create in-efficiency in the processing of other 

models.  Finally, the data sets must contain an outcome variable that is continuous and non 

normal. The variable type will be checked to ensure it is continuous and normality tests will be 

used to aid in determining the distribution of the variable.  
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The goal of this thesis is to determine how machine learning algorithms compare to each 

other in creating a model that predicts non normal continuous outcome variables. For this thesis, 

we will limit the comparison of these models to their ability to predict three data sets, one with 

two separate outcome variables for a total of four examples. There is research that has compared 

machine learning algorithms using as few as two data sets and as many as 52 data sets. 

Therefore, four comparisons can provide a relatively sound amount of information to draw 

conclusions from.  

The date set for example one was chosen due to the outcome variable being subjectively 

objective. The outcome variable violates two assumptions of normality and could be argued to be 

normal or nonnormal. This data will provide insight to the effectiveness of each model when 

normality is subjectively violated. The data for examples two and three were chosen because 

they both violate three assumptions of normality and deviate more from a normal distribution 

than example one. Both variables come from the same data set and are analyzed to provide 

insight to the consistency of the performance of each model. The final data set was chosen 

because the outcome variable violates all four principles of assumptions of normality. This data 

will provide insight into how each model can handle outcome variables that significantly deviate 

from normality assumptions. Overall, these examples work together to provide a well-rounded 

interpretation on the predictive abilities of the algorithms being compared when considering 

nonnormal continuous outcome variables.  

Normality Analysis 

The first portion of statistical analysis starts with assessing the normality of the outcome 

variable. This thesis focuses on predicting non normal continuous outcome variables and 

therefore, they must violate the assumption of normality. Normality can be assessed in multiple 



A COMPARISON OF PREDICTION MODELS 

 

30 

ways. For this thesis, four different normality features will be assessed. The first two normality 

features are skew and kurtosis. These statistics provide estimates on how far variables deviate 

from a standard distribution or bell curve. If a variable falls outside of the normal accepted range 

of -1 to +1 for skew or kurtosis, it will be considered to violate this feature of normality 

(Groeneveld & Meeden, 1984). The third normality statistic is the Shapiro Wilk test. The 

Shapiro Wilk tests shows whether the data was sampled from a normal population. This test is 

well-known, powerful, and can work for sample sizes as small as three and as large as 5,000 

(Khan & Ahmad, 2015).  The test provides a w value which indicates normality, along with a p 

value for statistical significance. The possible values returned can range from zero to one, larger 

values indicating normality and smaller values indicating non normality (Khan & Ahmad, 2015). 

If the Shapiro Wilk test returns a small w value with a p value less than .05, it indicates that the 

data violates the assumption of normality. The final measure of normality will be a QQ Plot. QQ 

Plots are scatter plots that are created by plotting a sample quartile against a theoretical normal 

quartile. If these quartiles come from the same distribution, they will form a relatively straight 

line. If they do not come from the same normal bell-shaped distribution, the line will deviate 

significantly from the reference line (Ghasemi & Zahediasl, 2012). Therefore, if a QQ Plot 

shows that the points plotted deviate significantly from the reference line, the data would be 

considered to violate normality. For this thesis, for an outcome variable to be considered non 

normal, it must violate at least two of these tests of normality.  

The library “PerformanceAnalytics” version 1.5.3 was used to perform the normality 

analysis on each data set (Carl & Peterson, 2019). Each file was upload and attached using the 

following code: 

data<-read.delim("data", sep = ",", header = TRUE) 
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attach(data) 

To account for missing data, all sets had missing data removed using the following command: 

data<-na.omit(data) 

 attach(data) 

Now the data is prepped and ready to test the outcome variable for normality violations. The 

following package and code will be used on each data set to test different assumptions of 

normality:  

library(PerformanceAnalytics) 

Y1<-“continuous outcome variable” 

shapiro.test(Y1) 

kurtosis(Y1) 

skewness(Y1) 

qqnorm(data$Y1, pch = 1, frame = FALSE) 

qqline(data$Y1, col = "steelblue", lwd = 2) 

The normality tests were carried out in the same fashion for all four outcome variables. 

Model Building Overview 

To compare the ability of machine learning algorithms to predict non normal outcome 

variables, three algorithms were selected. These models are BART, Gradient Boosting, and 

Random Forest. As previously stated, research shows that there are a few leading machine 

learning algorithms. Random Forest was selected because it is efficient and powerful (Genuer at 

al., 2010). This algorithm can also be applied easily across many fields and disciplines, making it 

a popular technique (Scornet et al., 2015). This algorithms’ popularity and adaptability makes it 

an ideal model to use in this comparison. The second model, Gradient Boosting was selected 
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because it is a very customizable model, which allows for use across many different disciplines 

(Natekin & Knoll, 2013) and typically produces models with very high prediction accuracy 

(Hastie et al., 2000). In the world of machine learning, this algorithm is also considered to be an 

“off the shelf” tool and can handle data with relatively high flexibility (Sexton & Laake, 2007).  

This algorithms’ ease of use and flexibility make it a competitive option for this comparison. 

BART was chosen because it allows researchers to incorporate existing knowledge into the 

analysis by adjusting the priors (Austin et al., 2001). Additionally, research has shown BART to 

be competitive to Random Forest, with some claiming it is the better option because there is no 

parameter specification involved (Chipman, et al., 2010). The similarities between the algorithms 

contained in this thesis will lead to relevant and interesting interpretation of the results.  

Parameter Tuning and Model Building 

Each model was compared using the caret package. This package was selected because it can be 

easily used to compare various model prediction statistics across the three various techniques. 

The function of caret used in this analysis is the train function. The train function has an option 

to auto tune each model or for tune grids to be incorporated into the model. These grids allow for 

researchers to plug in distinct variables for tuning parameters if they so choose. For this thesis, 

each model will be tuned individual to determine the optimal parameters prior to running the 

final model comparison. To accurately tune the models, each data set will first need to be 

separated into test and train sets. The code for this is as follows: 

trainIndex = sample(nrow(data), 0.7*nrow(data), replace = FALSE) 

trainset = data[-trainIndex ,] 

testset = data[trainIndex ,] 
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The training set will be used to identify the optimal parameters for each model and the test set 

will be used for the model comparison with the caret package.  

BART – Parameter Tuning and Model Building 

The first model that will be built is a BART model. The package “bartMachine” (Kapelner & 

Bleich, 2016) and a second package “dplyr” version 0.8.3 (Wickham et al., 2019) were used to 

carry out parameter tuning processes. To identify the ideal parameters for the model we will use 

the bartMachineCV code. This code identifies a winning model by grid-searching over a set a 

hyperparameters and returns the model with the lowest out-of-samples RMSE over a 5-fold 

cross-validation. The hyperparameters from the winning model will be used to tune the BART 

model for the test data. To select the correct hyperparameters we will divide the data into a test 

and train set, and use the train set to tune the model.  The code for this process is as follows: 

x<-subset(trainset, select = c(variables)) 

y<-subset(trainset, select = c(outcome variable)) 

bart_machine_cv <- bartMachineCV(X, Y) 

Once the optimal hyperparameters have been selected, the caret package will be used to 

determine the final model accuracy using k-fold Cross Validation. Specifically, for BART a tune 

grid will be created with the optimal parameters. The code for the tune grid and final estimate of 

accuracy of the model will vary from data set to data set, but will follow this format: 

tgrid <- expand.grid(num_trees = 50, 

                      k = 5, 

                      alpha = 0.75,  

                      beta = 2, 

                      nu = 10) 
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fit.bart <- train(Y~., data = testset, method="bartMachine", tuneGrid=tgrid,   

trControl = trainControl(method="cv", 5, verboseIter=T)) 

Random Forest – Parameter Tuning and Model Building 

To build and tune the Random Forest model, the package “randomForest” was loaded 

(Liaw & Wiener, 2002). For Random forest the only parameter available for tuning is mtry, as 

mtry must be identified empirically, whereas n.trees will only continue to increase accuracy up 

until a specific point as it is increased and is mostly limited by computation time. To identify the 

optimal value of mtry, the caret package will be used, and a grid search will be used. Once the 

values are returned the mtry with the highest accuracy will be selected for the final model. The 

code for this process is as follows: 

control <- trainControl(method="repeatedcv", number=10, repeats=3, search="grid") 

set.seed(seed) 

tunegrid <- expand.grid(.mtry=c(1:10)) 

rf_gridsearch <- train(Class~., data=trainset, method="rf", metric=metric, 

tuneGrid=tunegrid, trControl=control) 

print(rf_gridsearch) 

plot(rf_gridsearch) 

Once the optimal mtry is identified, the caret package will be used to determine the final model 

accuracy using k-fold Cross Validation. Specifically, for Random Forest a tune grid will be 

created with the optimal parameters. The code for the tune grid and final estimate of accuracy of 

the model will vary data set to data set, but will follow this format: 

 rftgrid <- expand.grid(mtry=20) 

fit.rf <- train(Y~., data = testset, method="rf", tuneGrid = rftgrid, trControl=control) 
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GBM – Parameter Tuning and Model Building 

For GBM the parameters that are subject to tuning are interaction depth and n.trees. To 

find the ideal parameters the package “gbm” version 2.1.5 was loaded (Greenwell, Boehmke, 

Cunningham, & GBM Developers, 2019).  Shrinkage, as well as n.minobsinnode were held 

constant at values of .1 and 10 respectively. To identify the optimal parameters, the caret 

package was used. The code for this process is as follows: 

gbmmodeltuning <- caret::train(Y1~data,  

                               data = trainset, method = "gbm",  

       trControl = trainControl(method = "repeatedcv", number = 10, repeats             

       = 3, verboseIter = FALSE),  verbose = 0) 

Once the optimal interaction depth and n.trees are identified, the caret package will be used to 

determine the final model accuracy using k-fold Cross Validation. Specifically, for GBM a tune 

grid will be created with the optimal parameters. The code for the tune grid and final estimate of 

accuracy of the model will vary data set to data set, but will follow this format: 

gbmgrid=expand.grid(interaction.depth = 3, n.trees = 150, shrinkage = 0.1,  

n.minobsinnode = 10) 

 fit.gbm <- train(Y1~data, data = testset, method="gbm", trControl=control, tuneGrid=  

gbmgrid, verbose=FALSE) 

Comparison of Models 

Once the models are built there is code that can be used to compare them on multiple model 

accuracy statistics. This code is contained in the “caret” package (Kuhn, 2020). The statistics that 

will be considered in this comparison and described earlier are: RMSE, MAE, and R-squared. 
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The code that can be used to compare these statistics against one another for each model 

is as follows: 

results <- resamples(list(GBM=fit.gbm, RF=fit.rf, BART=fit.bart)) 

summary(results) 

This code provides the model fit statistics for each model, next to each other. As well as the 

model statistics range, quartiles, median, and mean. This allows for a well-rounded interpretation 

of overall performance and provides flexibility for a researcher to look at the trends of each 

statistic to accurately select the best fit. In addition to the table produced, there is code that can 

visualize the data. In this thesis, each data set produced four visuals. A dot plot comparison of 

each model against one another for all statistics, as well as, as box and whiskers graph with all 

statistics for each model. The code for these visuals is as follows: 

results <- resamples(list(GBM=fit.gbm, RF=fit.rf, BART=fit.bart)) 

summary(results) 

bwplot(results) 

dotplot(results, metric = "RMSE") 

dotplot(results, metric = "MAE") 

dotplot(results, metric = "Rsquared") 

Software and Packages 

To complete the comparison of the prediction models, R-3.6.1 was used (R Core Team, 

2019). R-3.6.1 is an open-source software that is accessible to the public and contains all the 

necessary packages to run each analysis. To download R, go to www.r-project.org. Once there, 

follow the prompts provided. Once downloaded each package must be installed. The first step in 

the analysis is to determine whether the outcome variable is non normal according to the 
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requirements listed above. To do this in R the “PerformanceAnalytics” package version 5.1.3 

was loaded (Peterson & Carl, 2019). Using the appropriate code, each outcome variable was 

analyzed to determine whether it violated the assumptions of normality. To run BART the 

package “bartMachine” was loaded (Kapelner & Bleich, 2016). The BART model also needed a 

second package “dplyr” version 0.8.3 (Wickham et al., 2019). To run random forest the package 

“randomForest” was loaded (Liaw & Wiener, 2002). To run gradient the package “gbm” version 

2.1.5 was loaded (Greenwell et. al, 2019). The last package necessary to complete the model 

comparison, “caret” was loaded (Kuhn, 2020). Each of these statistical tests had unique coding 

requirements that are detailed in documents provided on cran.r-project.org and are publicly 

available.   
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Results 

Example 1. 

 The data set selected for this analysis came from the UC Irvine Machine Learning 

repository. It is a multivariate data set from Facebook that contains 19 attributes, 495 instances 

and was collected from in 2016. This data set consisted of metrics pulled from posts on 

Facebook and contains variables such as the month, day of the week, and hour of the post. The 

outcome variable, total interactions is continuous and can be argued to be non-normal. This 

variable did not violate the first two tests of normality but did violate the final two. The variable, 

total interactions, falls within of the normal range for both skew and kurtosis of -1 to +1. Total 

interactions has a skew of .41 and a kurtosis of -.88. A Shapiro Wilk test showed that the 

outcome variable violated the assumption of normality, w = 0.953 p < 2.2e-11. Due to 

significance at a p value of less than .05, we know that the null hypothesis of normality is 

rejected.  Finally, figure 1., a QQ plot showed that there was significant deviation from the 

expected normal distribution. There is one significant outlier, that appears to be causing a skew 

in data, but as can be seen by the QQ plot, there would still be deviation if it were removed. Due 

to this variable having a significant Shapiro Wilk test and a distribution that deviates from a 

normal theoretical quantile, it can be claimed to be a non-normal continuous outcome variable, 

that varies slightly from a normal distribution. 
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Figure 1. QQ Plot showing the distribution of sample quantiles from example 1 data plotted 

against theoretical quantiles from a normal distribution.  

 The first step in building the models for this comparison was the tuning process 

mentioned above in the methods section. For this data set, a subset of the data was used as a 

training set to identify the ideal parameters for each model. For the Random Forest model, the 

optimal mtry was determined to be 20. For BART, the optimal number of trees was determined 

to be 250, k was determined to be 2, alpha was .95, and nu was 3. Finally, the gradient boosting 

model was built off the optimal parameters of an interaction.depth of 3, shrinkage of .1, n.trees 

of 150, and n.minobsinnode of 10. Models with these parameters were run on the test set using 

repeated cross validation of 20 cycles with 3 repetitions.  

 The final models performed comparatively and are all considered statistically the same 

from a performance standpoint. Each model is the top performer in one measure of accuracy. 

The Random Forest model consistently produced the lowest MAE score, whereas BART model 

produced the lowest RMSE and the GBM model had the highest R-squared value. Therefore, the 

default winner would be determined based on the which measure of accuracy is preferred. Figure 
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2. shows a comparison of the values for each measure of accuracy. Figures 3,4, and 5 show each 

individual statistic at scale for a more accurate comparison.  

 

Figure 3. A comparison of all accuracy measures for each individual model built on the 

Facebook data set for Example 1.  
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Figure 4. A comparison of MAE values for each model built on the Facebook data set for 

Example 1. The mean for GBM is 86.51, the mean for BART is 84.03, and the mean for RF is 

81.11. 

 

Figure 5. A comparison of RMSE values for each model built on the Facebook data set for 

Example 1. The mean for GBM is 146.57, the mean for RF is 142.66, and the mean for BART is 

139.51. 
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Figure 6. A comparison of R-squared values for each model built on the Facebook data set for 

Example 1. The mean for GBM is .70, the mean for BART is .69, and the mean for RF is .67. 

Example 2. 

 The data set selected for this analysis came from the UC Irvine Machine Learning 

repository. It is a multivariate data set collected by a study that assessed the heating load and 

cooling load requirements of 12 buildings. This data contains 8 attributes and 768 instances. This 

data was created and processed in 2012. It consists of metrics such as surface area, wall area, 

roof area, height, relative compactness, orientation, glazing area, and glazing area distribution. 

This data set has two outcome variables, heating load and cooling load. The first outcome 

variable, heating load, has a normal skew, but falls outside the accepted values of -1 to +1 for 

kurtosis at -1.24. This alone is not enough to claim that the variable violates the assumption of 

normality, but other relevant statistics also support this claim. A Shapiro Wilk test supports a 

claim of non-normality, w = 0.9121, p < 2.2e-16. The result of this test is significant; therefore, 

the null hypothesis of normality is rejected.  Figure 7, a QQ plot, showed that there was 
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significant deviation from the expected normal distribution. Due to this variable violating three 

separate tests of normality, it can be claimed that it is a non-normal continuous outcome variable.  

 

 

Figure 7. QQ Plot showing the distribution of sample quantiles from example 2 data plotted 

against theoretical quantiles from a normal distribution.  

 The first step in building the models for this comparison was the tuning process 

mentioned above in the methods section. For this data set, a subset of the data was used as a 

training set to identify the ideal parameters for each model. For the Random Forest model, the 

optimal mtry was determined to be 6. For BART, the optimal number of trees was determined to 

be 50, k was determined to be 3, alpha was .75, and nu was 3. Finally, the gradient boosting 

model was built off the optimal parameters of an interaction.depth of 3, shrinkage of .1, n.trees 

of 150, and n.minobsinnode of 10. Models with these parameters were run on the test set using 

repeated cross validation of 20 cycles with 3 repetitions.  

 The final models performed comparatively and are all considered statistically the same 

from a performance standpoint. However, for each accuracy measure the same model was the top 
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performer and the remaining two fluctuated in overall performance. The top model for each 

measure of accuracy was BART. Overall, the GBM model appeared to be more accurate across 

two of the three measures in comparison to RF and had similar performance on the final measure 

of accuracy. The findings are subjective as the trends appear, but they lack statistical 

significance. Figure 8. shows a comparison of the values for each measure of accuracy. Figure 9., 

Figure 10., and Figure 11. show each individual statistic at scale for a more accurate comparison.  

 

Figure 8. A comparison of all accuracy measures for each individual model built on the Energy 

Efficiency data set predicting the Heating Load variable for Example 2.  
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Figure 9. A comparison of MAE values for each model built on the Energy Efficiency data set 

predicting the Heating Load variable for Example 2. The mean for GBM is .37, the mean for RF 

is .35, and the mean for BART is .33. 

 

Figure 10. A comparison of RMSE values for each model built on the Energy Efficiency data set 

predicting the Heating Load variable for Example 2. The mean for RF is .52, the mean for GBM 

is .49, and the mean for BART is .45. 
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Figure 11. A comparison of R-squared values for each model built on the Energy Efficiency data 

set predicting the Heating Load variable for Example 2. The mean for BART is .9981, the mean 

for GBM is .9976, and the mean for RF is .99. 

Example 3. 

The third example uses the same data set selected for example 2 but uses the second 

outcome variable in the data set, cooling load. It is a multivariate data set collected by a study 

that assessed the heating load and cooling load requirements of 12 buildings. This data contains 8 

attributes and 768 instances. This data was created and processed in 2012. This data set consists 

of metrics such as surface area, wall area, roof area, height, relative compactness, orientation, 

glazing area, and glazing area distribution. This data set has two outcome variables, heating load 

and cooling load. The second outcome variable, cooling load, has a normal skew, but falls 

outside the accepted values of -1 to +1 for kurtosis at -1.15. This alone is not enough to claim 

that the variable violates the assumption of normality, but other relevant statistics also support 

this claim. A Shapiro Wilk test supports this claim, w = 0.90904, p < 2.2e-16. Figure 17, a QQ 

plot showed that there was significant deviation from the expected normal distribution. Due to 
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this variable violating three separate tests of normality, it can be claimed that it is a non-normal 

continuous outcome variable.  

 

Figure 12. QQ Plot showing the distribution of sample quantiles from example 3 data plotted 

against theoretical quantiles from a normal distribution.  

 The first step in building the models for this comparison was the tuning process 

mentioned above in the methods section. For this data set, a subset of the data was used as a 

training set to identify the ideal parameters for each model. For the Random Forest model, the 

optimal mtry was determined to be 5. For BART, the optimal number of trees was determined to 

be 50, k was determined to be 2, alpha was .9, and nu was 3. Finally, the gradient boosting model 

was built off the optimal parameters of an interaction.depth of 2, shrinkage of .1, n.trees of 150, 

and n.minobsinnode of 10. Models with these parameters were run on the test set using repeated 

cross validation of 20 cycles with 3 repetitions.  

 Of the three models trained on this data, one model outperformed the others and is 

statistically more accurate. BART was statistically more accurate across all measures considered 

in this analysis. BART was followed in performance by the Random Forest model which had 
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statistically non significantly stronger results than the GBM model for two of the three measures 

of accuracy. GBM appears to have the weakest overall performance, but this claim is not 

supported by statistical significance. Figure 13. shows a comparison of the values for each 

measure of accuracy. Figures 14., Figure 15., and Figure 16. show each individual statistic at 

scale for a more accurate comparison.  

 

Figure 13. A comparison of all accuracy measures for each individual model built on the Energy 

Efficiency data set using the Cooling Load variable for Example 3.   
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Figure 14. A comparison of MAE values for each model built on Energy Efficiency data set 

predicting the Cooling Load variable for Example 3. The mean for GBM is 1.15, the mean for 

RF is 1.12, and the mean for BART is .56. 

 

Figure 15. A comparison of RMSE values for each model built on the Energy Efficiency data set 

predicting the Cooling Load variable for Example 3. The mean for RF is 1.74, the mean for 

GBM is 1.61, and the mean for BART is .80. 
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Figure 16. A comparison of R-squared values for each model built on the Energy Efficiency data 

set predicting the Cooling Load variable for Example 3. The mean for BART is .993, the mean 

for GBM is .973, and the mean for RF is .967.   

Example 4. 

The fourth example uses data from UC Irvine Machine Learning repository. This data 

was collected to predict the area of burned ground after a Forest Fire. This data set consists of 12 

meteorological data points and one outcome variable. This outcome variable violates all four 

tests of normality.  Kurtosis and skew fall outside of accepted values at 192.26 and 12.81, 

respectively. Shapiro Wilk test supports the previous findings, w = 0.17071, p < 2.2e-16. Figure 

17., a QQ plot showed that there was significant deviation from the expected normal distribution 

at either end of the reference line. Due to this variable violating all tests of normality, it can be 

claimed that it is a non-normal continuous outcome variable.  
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Figure 17. QQ Plot showing the distribution of sample quantiles from example 3 data plotted 

against theoretical quantiles from a normal distribution.  

 The first step in building the models for this comparison was the tuning process 

mentioned above in the methods section. For this data set, a subset of the data was used as a 

training set to identify the ideal parameters for each model. For the Random Forest model, the 

optimal mtry was determined to be 2. For BART, the optimal number of trees was determined to 

be 250, k was determined to be 2, alpha was .95, and nu was 3. Finally, the gradient boosting 

model was built off the optimal parameters of an interaction.depth of 3, shrinkage of .1, n.trees 

of 50, and n.minobsinnode of 10. Models with these parameters were run on the test set using 

repeated cross validation of 20 cycles with 3 repetitions.  

 Of the three models trained on this data, one model outperformed the others consistently, 

but was not significantly more accurate. RF was followed in performance by the BART model 

which had statistically non significantly stronger results than the GBM model for two of the 

three measures of accuracy. GBM appears to have the weakest overall performance, but this 

claim is not supported by statistical significance. Figure 18. shows a comparison of the values for 



A COMPARISON OF PREDICTION MODELS 

 

52 

each measure of accuracy. Figures 19., Figure 20., and Figure 21. show each individual statistic 

at scale for a more accurate comparison.  

 

Figure 18. A comparison of all accuracy measures for each individual model built on the Forest 

Fire data set predicting the Area Burned variable for Example 4.   
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Figure 19. A comparison of MAE values for each model built on Forest Fire data set predicting 

the Area Burned variable for Example 4. The mean for GBM is 26.19, the mean for BART is 

24.45, and the mean for RF is 19.44. 

 

Figure 20. A comparison of RMSE values for each model built on the Forest Fire data set 

predicting the Area Burned variable for Example 4. The mean for GBM is 53.54, the mean for 

BART is 49.55, and the mean for RF is 40.98. 
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Figure 21. A comparison of R-squared values for each model built on the Forest Fire data set 

predicting the Area Burned variable for Example 4. The mean for RF is .066, the mean for GBM 

is .054, and the mean for BART is .050. 

  



A COMPARISON OF PREDICTION MODELS 

 

55 

 

Discussion 

Example 1. The first example showed that many of the machine learning techniques performed 

similar. There were slight differences in the RMSE values. For this data, BART trained a model 

with the lowest RMSE of 231.60. Followed by Gradient Boosting with an RMSE of 244.00, and 

Random Forest with a RMSE of 254.69.  

Example 2. The second example showed results similar to example 1. For this data set, the 

RMSE values varied more in respect to their scale. Like example 1, BART produced a model 

with the lowest RMSE value of .34. This time BART was followed first by Random Forest with 

a RMSE of .51, and then Gradient Boosting with a RMSE of 1.45.  

Example 3. The third example mirrored the results of example 2. For this data set, the RMSE 

values varied more in respect to their scale. BART produced a model with the lowest RMSE 

value of .66. This time BART was followed first by Random Forest with a RMSE of 1.74, and 

then Gradient Boosting with a RMSE of 1.83. This example showed the greatest difference in 

RMSE values between the best model, BART, and the second-best model, Random Forest. 

Example 4. The fourth example produced the results with the least overall variation between 

models.  BART once again produced a model with the lowest RMSE value of 1.11, the only 

model with a RMSE lower than one. This model was followed first by Random Forest with a 

RMSE of 1.12, and then Gradient Boosting with a RMSE of 1.25.  

Variable Importance Measures. Overall, each machine learning algorithm has unique 

capabilities that make them a good option. All algorithms provide variable importance statistics. 

Random Forest provides the most in depth measures of importance. Random Forest can generate 

graphs which show the variables that impact node purity the most and variables that have an 
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overall stronger impact on mean square error. Gradient Boosting provides relative influence and 

BART provides inclusion proportion statistics. Another importance measure gradient boosting 

provides you with is the total number of variables included in the model that significantly impact 

the prediction.   

Coding and Run Time. From a coding and run time perspective, Random Forest and Gradient 

Boosting are the simplest to code and run the quickest. Because these two techniques have been 

around for so long, there is a plethora of resources and examples of code available on the internet 

to reference for code development. On top of that, the run time for the code is minimal and 

results are almost instantaneous with a reasonable size data set. BART, being a newer algorithm 

has the CRAN examples available, but not many additional examples of code other than what 

has been published in articles. This can make it slightly more difficult to code for an individual 

who does not have prior experience working with BART. BART also takes a longer time to run 

in R if you choose to run a cv model to determine the winning model and optimize based on 

those. Based on coding and run time alone, Random Forest or Gradient Boosting would win out 

as the best algorithm. However, one must still factor in the accuracy of the model. When 

factoring RMSE with computation time, BART is the winner. In all the examples, BART 

consistently produced the model with the lowest RMSE with just a slight increase in coding and 

computation time. 

RMSE. Based solely on RMSE value, the clear winner here is BART. In each example, BART 

had the lowest RMSE for each of the models it trained for the separate data sets. Following 

BART, Radom Forests and Gradient Boosting switched back and forth for second and third. 

Depending on the data, the relative similarity of the RMSE value between models varied. For 

example 1, the values were more similar between the top three models, however for example 2 
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and example 3 the RMSE values had larger relative differences between them and in example 4 

where the relative difference in RMSE was the least, BART still performed noticeably better 

than the remaining models. Therefore, based on this statistic BART would be the best choice 

when predicting non normal continuous outcome variables. 

Overview. Overall, based on the results and other factors listed above it appears that BART is 

the best machine learning algorithm for predicting non normal continuous outcome variables 

when predictive accuracy is the main goal. BART consistently trains models with the best 

predictive accuracy, and it is also able to provide some information on variable importance to 

help researchers interpret the results better. BART is also able to provide visualizations that 

added to the interpretability of the model’s accuracy. Having the ability to provide both 

visualizations is unique to BART. The other models are not able to provide both, only one or the 

other. Therefore, with these considerations the hypothesis that one model will standout as the 

winner has been validated.  

 An important observation to make is when the distribution of the outcome variable is 

more subjective, meaning it could be considered normal or non normal, the models produce 

results with less variation in the RMSE. As seen in example 4, the outcome variable only 

violated two assumptions of normality, which one could claim is not sufficient to objectively 

claim it was non normal. In this case, the models trained produced RMSE values that had less 

variation between them. This means that as the distribution becomes more normal, all of the 

models preform more competitively to each other. This observation also supports that BART is 

the best model when predicting non normal outcome variables because as the distribution 

worsened, the deviation in the RMSE values increased.  
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Limitations. There are multiple limitations to this study. The first being that only four data sets 

were compared. This means that there could have been a lack in variation of data, and it is 

possible that there could have been bias towards the BART algorithm. Another limitation is that 

the models were compared on only one type of accuracy, RMSE. This means that there is the 

potential that other selection criteria could create conflicting stories in model accuracy that are 

not shown by the RMSE value. A third limitation is that this study only looks at four types of 

machine learning algorithms, which means that this is not comprehensive and that other 

algorithms could outperform BART. A final limitation is that there are multiple options when it 

comes to designing and programing these models which means there is not the ability to claim 

that the best and most efficient models were created and compared for each algorithm.  

Future Research. This research could be expanded upon by including more machine learning 

algorithms in the comparison. Including more algorithms would result in a more comprehensive 

outcome and deeper insights regarding overall performance. Another expansion could be 

including comparing these algorithms on more data sets. By expanding the data and including 

more varieties, the outcome would become more reliable.  Finally, future researchers could 

compare each model on different or more types of selection criteria. This thesis focuses 

specifically on nonnormal continuous outcome variables, but there are other potential data 

attributes a researcher could focus on. All of these opportunities could lead to more knowledge 

on capabilities and performance of machine learning techniques.  
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